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ABSTRACT 

Indexing structures are of fundamental importance 
to mathematical programming modeling languages. 
We propose a taxonomy of the most commonly used 
indexing structures and illustrate it with 25 exam- 
ples stated in plain but precise English. 

This paper is an independently useful part of a 
report that is far too long for inclusion in these 
proceedings. The full report works all 25 examples 
in AMPL, GAMS, LINGO, and SML, and uses the 
results to evaluate the relative merits of these 
languages. Serious readers are encouraged to work 
the examples in other languages, an exercise that 
should prove valuable for its own sake and that 
will add to the store of materials supporting 
comparative language analysis. 

. . . . . . . . . . . . . . . . . . . . . . . . . . .  

1. INTRODUCTION 

All but the most rudimentary algebraic modeling languages 
for mathematical programming permit constants, variables, 
expressions, and constraints to be indexed. Upon close 
examination, however, there is a surprisingly large diversity 
of indexing features and notations across different languages. 
For this reason, and also because indexing plays a critical 
role in the design of translators for modeling languages into 
optimizer-ready data files, it is clear that the time has come 
to take a close look at exactly what one means by "index- 
ing", and to make a comparative analysis of modeling 
languages from this point of view. The purpose of this paper 
is to take a first step in this direction. 

The main focus of this paper is a taxonomy of the most 
commonly used kinds of indexing structures, namely those 
based on sets and relations, together with 25 detailed 
examples illustrating all categories of this taxonomy. 

The taxonomy and examples of this paper are the basis 
for a report that argues the presence of certain index- 
related features in modeling languages, and Baainst the 
presence of others (Geoffrion [6]). That report also works 
all of the examples in AMPL, GAMS, LINGO, and SML (see, 
respectively, Fourer, Gay, and Kernighan [4], Brooke, 
Kendrick, and Meeraus [l], Cunningham and Schrage [3], and 
Geoffrion [ 5 ] ) ,  and it uses the results to evaluate these 
languages in terms of relative expressive power, economy of 
notation, obedience to certain principles of "good" language 
design, compatibility with relational database technology, and 
other criteria. 
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We hope that others will undertake to work these 
examples in .other modeling languages, thereby deepening our 
understanding of other languages and adding to the store of 
materials supporting comparative language analysis. Such 
analysis is sorely needed, given the rapid pace at which new 
languages are being designed and offered in the marketplace. 

The next section presents the taxonomy of indexing 
structures. The third introduces the examples, but the 
examples themselves are in Appendix 1. 

2. TAXONOMY OF INDEXING STRUCTURES 

As all users of algebraic modeling languages for mathe- 
matical programming know intuitively, an indexing structure 
is an abstraction that facilitates representing a group of 
similar mathematical objects, exclusive of any values or other 
internal details that these objects might have. Indexing 
structures help to represent "general structure", that is, 
classes of specific model instances. Thus, they admit 
(usually) many possible specific instances, each of which 
gives full specifics about a group of mathematical objects. 

Exhibit 1 summarizes the proposed taxonomy of indexing 
structures. It also indicates the relevance of each of the 
examples of Appendix 1. We must now rationalize this 
taxonomy. 

There are three major categories: primitive sets, derived 
sets, and relations. Sets and relations are by far the most 
commonly used kinds of indexing structures, although occa- 
sionally one encounters others, such as trees (Hurlimann 
[7]), which will not be discussed here. 

The term "set" is used in its standard mathematical sense, 
and so is an =ordered collection of distinct objects. Without 
loss of generality, we assume henceforth that the objects 
constituting a set are distinct iderilifiers representing (i.e., in 
1:l correspondence with) external entities of some sort. Such 
identifiers need only be nominal in character, although some 
languages allow them to be more than nominal. 

Some modeling languages represent a set as an ordered 
collection of identifiers. Order is not necessary so long as 
identifiers are distinct, but it does add to the expressive 
power of sets as an indexing structure (e.g., time periods are 
naturally ordered) and it does enable certain useful kinds of 
access mechanisms (e.g., taking predecessors of the index for 
a set of time periods enables time-lagged access). Certainly 
there is no loss of generality when an unordered collection is 
represented by an ordered one. 
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PRIMITIVE SET 
Define by "Formula" #20 
User Input 

Unqualified # I  article 1 
Qualified 

Bounded Set Size #20 variant 
Other 

DERIVED SET 
Define by Formula 

Elementary Set Operations 
Difference #2, #24 
Union #3 
Selection #21 

Intersection #4 
Other 

Ordinal Selection #5  
Other 

Unqualified 

Compound Set Operations 

User Selection 

From Previously Defined Set # I  article 2 
From Newly Defined Set #6 

Qualified 
Bounded Set Size #7 
Other 

RELATION 
Define by Formula 

Elementary Relational Algebra Operations 
Cartesian Product #8 
Difference [#2], [#24] 
Union [#3] 
Projection #IO 
Selection 9 1  1, #22, #25, [#21] 

Intersection [#4] 
Natural Join #12 
Other # I 3  

Transitive Closure #I4 
Ordinal Selection [#5] 
Ordinal Selection with Offsets #16 
Value-Driven Set Membership #23 
Other 

Unqualified 

Compound Relational Algebra Operations 

User Selection 

From Previously Defined Relation [#I article 21 
From Newly Defined Relation #9, [#6] 

Function #I5 
Inclusive # I 7  
Irreflexive #I8  
Other [#7] 

Qualified 

OTHER #I9 

Exhibit 1. ILLUSTRATED TAXONOMY OF 
INDEXING STRUCTURES 

The distinction between a primitive set and a derived one 
is that the latter is defined in terms of other (primitive or 
derived) sets -- for example, by subsetting -- whereas the 
former is defined ab initio. A derived set can be viewed as 
a special kind of unary relation, but it will prove convenient 
to retain the concept of a derived set. 

The term "relation" also is used in its standard 
mathematical sense; an n-ary relation on sets S,, ..., S, is an 
unordered set of ordered n-tuples drawn from the n-fold 

Cartesian product S, x ... x S,. Most of the relations used in 
this paper are binary (n=2). Each part of an n-tuple is called 
a "component". 

We view all relations as being derived from primitive sets, 
derived sets, and/or other relations. There is no need for the 
concept of a "primitive relation", for a unary primitive rela- 
tion can be viewed as a primitive set, and a n-ary primitive 
relation with n>l can be viewed as being constructed from 
the Cartesian product of primitive sets specifying the 
domains of its components. 

It follows from our assumption concerning primitive sets 
and from the ways in which derived sets and relations are 
constructed that the members of a derived set are always 
identifiers first introduced by a primitive set, and that the 
same is true of each component of each tuple of a relation. 
Derived sets and relations can thereby inherit order from 
primitive sets (none of the modeling languages known to this 
writer use any other kind of order). 

Within the three major categories of indexing structures, 
the taxonomy provides for two fundamentally different 
options: 

A) define by "formula" (in the broadest sense of the word) 

B) user input or selection. 

The first option fully specifies a particular indexing structure 
as part of a model's general structure, while the second 
specifies it only partially within general model structure. The 
second requires further specification as part of the detailed 
data by which a specific model instance is determined, while 
the first does not. 

The types of formula which are useful depend on the kind 
of indexing structure. We consider the most basic types of 
formula for each kind in turn. Discussion of option B is 
deferred until later. 

Primitive Sets Defined By Formula 

There are a few types of commonly occuring primitive 
sets (identifiers included) which some modeling language 
designers have thought worth building into their languages 
via keywords or simple formulas. 

For example, 1..N and I:N, where N is an integer, are 
popular ways to denote the first N positive integers as the 
identifiers of a primitive set. 

Derived Sets Defined By Formula: 
Elementary and Compound Set Operations 

The most common way to define a set in terms of other 
sets is via binary operations like difference, union, and 
intersection. The first two are elementary operations, while 
the third can be defined in terms of the first one. There is 
also an important elementary set operator that is unary 
rather than binary, that is, it operates on just one set. 
Called selection, we do not give a separate discussion here 
because it is a special case of the relation algebraic operator 
of the same name discussed in detail below. 

Relations Defined By Formula: Relational Algebra 

The mathematics of defining relations by formula 
(expressions) is well developed, largely as a result of the 
ascension of relational database theory. We have a choice of 
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three main notational systems: relational algebra, tuple 
relational calculus, and domain relational calculus (e.g., 
Ullman [8]). It is a beautiful result that all three systems, 
different as they appear to be, are equivalent in expressive 
power. 

We choose relational algebra in this paper as the main 
notation for defining relations by formula. Relational algebra 
has five elementary operations: Cartesian product, difference, 
union, projection, and selection. They are independent in that 
none can be compounded from the other four. Among the 
important compound operations are intersection and natural 
join. The latter is built by composing Cartesian product, 
selection, and projection (e.g., p. 155 of Ullman [8]). 

There are also formulae that cannot be represented 
equivalently by composing elementary operations. A well 
known case is transitive closure. 

The last possibility considered, which is commonly used by 
some languages but argued to be dangerous in Geoffrion [6] ,  
is value-driven set membership. Unlike the other definitions 
by formula, it involves values other than identifier values. 

An Ordinal Version of Relation Algebraic Selection 

Selection accepts or rejects particular tuples from a 
relation by a formula that evaluates to true or false for each 
tuple. In the context of indexing structures, the formula 
involves at least one comparison operator ("=", "<>", "<", "<='I, 

">", ">='I) with constant or identifier operands, and such 
comparisons may be compounded using the logical operators 
AND, OR, and NOT. If a "=" or "<>" comparison is made 
between two components of a tuple, or between a component 
of a tuple and a constant, then it is presumed that both 
operands are drawn from the same domain. If a "<" or "<=" 
or '5'' or 'I>=" comparison is made between two components 
of a tuple, or between a component of a tuple and a 
constant, then it is presumed that both operands are drawn 
from the same ordered domain. 

Since primitive sets can be ordered without loss of gener- 
ality, and especially since many modeling languages presume 
them to be so, it is possible and desirable to add an addi- 
tional kind of expressive power to selection formulas: allow 
all kinds of comparisons based on ordinal identifier oosition 
(instead of identifier value) in the primitive set that defines 
it. This can be done using notation that is very similar to 
what is commonly used in relation algebraic selection 
formulas. We call this the ordinal selection operation. 
Naturally, one may not compare the ordinal positions of 
identifiers defined by different primitive sets. 

To be more precise about the definition of ordinal selec- 
tion, one can say that all identifiers are effectively aliased 
to the integers corresponding to their ordinal positions in the 
primitive sets that originally define them. (Equivalently, for 
the purposes of ordinal selection, all primitive sets are 
viewed as having the consecutive positive integers starting 
with unity as aliases for their identifiers.) These aliases are 
used in place of actual identifiers in all comparisons of a 
selection formula, and the only constants allowed in a 
comparison are integers corresponding to ordinal identifier 
positions. For every comparison, both operands must refer to 
the same primitive set. The compounding of comparisons 
using logical operators is allowed as in ordinary selection. 

Thus, ordinary selection is supplemented for derived sets 
and relations by replacing each identifier by its ordinal 

position in its defining primitive set, and by interpreting all 
constants as references to ordinal position. 

There is a more expressive version of ordinal selection 
that we call ordinal selection with offsets.  OffseB means 
that addition and subtraction of integers representing ordinal 
displacement are permitted. For example, if i and j are 
alias indices, then i=(j-2) or (j-i)=2 means that i is the 
predecessor of the predecessor of j in the defining primi- 
tive set. One should be very careful when using an offset, as 
it may require the ordering over a primitive set to have 
stronger properties than meet the eye; in terms of measure- 
ment theory, graduating from ordinal selection without off- 
sets to ordinal selection with offsets is like graduating from 
an ordinal scale to a difference scale (cf. Clemence [2]). 

User Selection 

Now consider the user-input-or-selection option rather 
than the define-by-formula option. 

For the Primitive Set/User Input branch, the most 
common alternative is to input a primitive set explicitly, 
identifier by identifier. This can be unqualified, that is, with 
no constraints whatever; or it can be qualified, such as 
having to observe a limit on the number of set members. 

The Derived Sets/User Selection branch also can be 
divided into unqualified and qualified options. We distinguish 
two suboptions of the unqualified option according to 
whether an unconstrained selection is made 

a) From a Previously Defined Set, or 

b) From a Newly Defined Set that is defined by formula 
specifically for the purpose of providing the menu for 
user selection. Usually the formula defines as tight a 
superset of the desired set as can be expressed 
conveniently. 

A "previously defined set" can be any primitive or derived 
set, and the formula defining a "newly defined set" can 
incorporate any previously defined primitive or derived set. 
For the qualified option, suboptions can be defined according 
to the nature of the constraints that must be observed. One 
possibility is the bounded set size option. 

We adopt a similar development of the Relation/User 
Selection branch. It divides into unqualified and qualified 
options, and the first of these subdivides further into From a 
Previously Defined Relation and From a Newly Defined 
Relation, where "relation" includes sets as well as relations 
of arity greater than one. Some of the suboptions under the 
qualified option are inclusive, which requires that the 
selection must include certain designated members; function, 
which is a common special kind of relation; and irreflexive, 
which is another common special kind of relation. 

Illustrations of the Taxonomy 

This completes our discussion of Exhibit 1. 

The taxonomy is "illustrated" by reference to the examples 
of Appendix 1. Square brackets appear around references to 
examples that are introduced for sets but that also illustrate 
the same idea for relations (since a unary relation is 
essentially a set). 

Note that at least one example is given for every leaf 
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node of the taxonomy tree, with the exceptiOn of some of 
the leaves labeled "other". 

3. EXAMPLES ILLUSTRATING THE TAXONOMY 

The examples, which are given in Appendix 1, were 
designed with these criteria in mind: 

1) span the taxonomy of indexing structures 

2) bring out clearly the important points requiring discussion 
in a thorough study of indexing 

3) be simple yet obviously of practical relevance 

4) demonstrate the main indexing capabilities of the leading 
modeling languages for mathematical programming 

5) be non-redundant, but build on one another when possible. 

The examples are not intended to illustrate the mathemat- 
ical uses to which indexing structures typically are put, 
namely the indexing of groups of mathematical objects such 
as constants (also called attributes, coefficients, and 
parameters), decision variables, expressions, and constraints. 
We deliberately avoid as far as possible such mathematical 
objects, including summation and other operations that com- 
monly incorporate indexing structures in their syntax. We 
believe that the study of indexing structures not only must 
precede the useful study of the uses to which such structures 
are put, but also takes one much of the way toward the 
latter purpose as well. 

As mentioned earlier, all of the examples are worked in 
detail in Geoffrion [6] in four different languages. That 
paper draws some conclusions concerning the relative capa- 
bilities of those languages, and argues that certain of the 
examples (#20-25) have general structures so ill-posed or 
potentially dangerous that a "good" modeling language should 

be able to represent them. 

Appendix: THE EXAMPLES 

This appendix presents 25 examples that illustrate the 
various categories of the taxonomy of indexing structures 
given in Exhibit 1 .  

As mentioned in the body of the paper, it is important to 
distinguish model classes from specific model instances, and 
for a model definition language to be able to represent each 
of these separately with power m d  clarity. Consequently, the 
examples are presented in such a way as to draw a clear 
distinction between model class and model irrstarice. 

The general structure of each example is given in a 
numbered collection of "articles" written in plain language. 
Collectively, these are called a schema. It defines a model 
class, that is, a collection of mbdel instances. The schema is 
followed by a similarly numbered database which, when 
combined with the schema, yields a specific model instance 
falling within the model class. 

Also given for each example is a database that is slightly 
inconsistent with the schema. The reasons for doing this are 
a) to prove the inability of some modeling languages to 
reject specific model instances that fall outside of the target 
model class, and b) to clarify the meaning of the schema. 

All sets and relations are taken to be finite. 

The examples are organized so that all indexing concepts 
the new concept introduced by each example will have 

been introduced by a prior example. Thus, each example 
builds on previous examples in an obvious way, with most 
examples introducing exactly one new idea. 

A list of the examples follows. 

- No. 
1 
2 
3 
4 
5 
6 
I 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 

ExamDlz Title 
Primitive Set and Subset 
Set Difference 
Set Union 
Set Intersection 
Ordinal Selection 
Select from Set Difference 
Derived Set with Mandated Size 
Cartesian Product 
Cartesian Product Subset 
Projection 
Irreflexive Restriction 
Natural Join 
Projected Natural Join 
Transitive Closure 
Function 
Ordinal Selection with Offsets 
Select but Cover 
Select from Irreflexive Restriction 
Category Tree 
Mandated Identifiers 
Set Selection Based on Identifier Value 
Relational Selection Based on Identifier Value 
Value-Driven Set Membership 
Set Difference Over Possibly Different Domains 
Relational Selection Over Possibly Different 
Domains 

LIST ,OF EXAMPLES 

#I Primitive Set and Subset 

This example illustrates the Primitive Set/User Input/ 
Unqualified (article I )  and Derived Set/User Selection/ 
Uriqualified/From Previously Defined Set (article 2 )  
categories. 

1. There is a set of plants, each having a unique identifier. 

2. There is a subset of the set of plants corresponding to 
those which are closed. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Closed plants: (NY, WASH). 

Database 2 (2 mistakes) 

1 .  Plant identifiers: (NY, BOS, WASH, LA, NY). Mistake: NY 
appears twice (owing, perhaps, to a typographical error). 

2. Closed plants: (NY, CHI). Mistake: CHI does not exist. 
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#2 Set Difference 

This example illustrates the Derived Set/DeJirie by 
Formula/Elementary Set Operations/DiJJerence category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a subset of the set of plants corresponding to 
those which are closed. 

3. There is a computed subset of the set of plants, namely 
those plants which are not closed (i.e., they are open). 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Closed plants: (NY, WASH). 

3. Open plants: (BOS, LA). 

Database 2 (2 mistakes) 

1-2. As before. 

3. Manually computed subset: (WASH, BOS). 
Mistakes: 1) WASH is closed and hence cannot be open, 
and 2) LA is not closed and hence must be open. 

#3 Set Union 

This example illustrates the Derived Sef/DeJine by 
Formula/Elementary Set Operations/Union category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a subset of the set of plants corresponding to 
those which are closed. 

3. There is a subset of the set of plants corresponding to 
those which are failing economically. 

4. There is a computed subset of the set of plants 
corresponding to the plants which are closed or failing. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA, TAIWAN, MEX). 

2. Closed plants: (NY, WASH). 

3. Failing plants: (BOS). 

4. Closed or failing plants: (NY, WASH, BOS). 

Database 2 (2 mistakes) 

1-3. As before. 

4. Manually computed subset: (WASH, BOS, LA). Mistakes: 
1) NY is missing, 2) LA is neither closed nor failing. 

#4 Set Intersection 

This example illustrates the Derived Set/DeJine by 
Formula/Compound Set Operations/Intersection category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a subset of the set of plants corresponding to 
those which are closed. 

3. There is a subset of the set of plants corresponding to 
those which are on foreign soil. 

4. There is a computed subset of the set of plants corre- 
sponding to the plants which are closed and on foreign 
soil. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA, TAIWAN, MEX). 

2. Closed plants: (NY, WASH, TAIWAN). 

3. Foreign plants: (TAIWAN, MEX). 

4. Closed and foreign plants: (TAIWAN). 

Database 2 (4 mistakes) 

1-3. As before, 

4. Manually computed subset: (WASH, MEX, HOU). 
Mistakes: 1) WASH is closed but not foreign, 2) MEX is 
foreign but not closed, 3) TAIWAN is missing, and 4) HOU 
does not exist. 

#5 Ordinal Selection 

This example fa115 in the Derived Set/DeJine by Formula/ 
Ordinal Selection category. 

1. There is an ordered set of jobs, where order signifies 
relative priority from highest (first) to lowest (last). Each 
job has a unique identifier. 

2. There is a subset of the set of jobs which corresponds to 
those ordered by "good" customers. 

3. There is a computed subset of the jobs for good 
customers which corresponds to those which are among 
the first three or the bottom two in priority. This is 
called the "short list". 

Database 1 

1. Ordered job identifiers: (A, B, C, D, E, F, G, H). 

2. Good customer jobs: (C, E, H). 

3. Short list: (C, H). 

Database 2 (3 mistakes) 

1-2. As before. 

3. Manually computed short list: (A, C, E). Mistakes: 1) A is 
in the top three but is not for a good customer, 2) E is 
for a good customer but is not in the top three or bottom 
two, and 3) H is missing. 

#6 Select from Set Difference 

This example illustrates the Derived Set/User Selection/ 
UnqualiJied/From Newly Defined Set category. 

1. There is a set of plants, each having a unique identifier. 



2. 

3. 

There is a subset of the set of plants cocresponding to 
those which are closed. 

There is a subset of the set of plants that are not closed, 
namely those which are vulnerable to union work stop- 

Database 1 

1. Plant identifiers: (NY, BOS, WASH). 

2. Warehouse identifiers: (NY, PIVS).  
pages. The criteria for deciding which plants are 
vulnerable are not quantified. 3. Links: (NY-NY, NY-PITTS, BOS-NY, BOS-PITTS, 

WASH-NY, WASH-PITTS). 
The "newly defined set" from which the user selects is 

the set difference implicit in article 3 (the set of all plants 
less the set of closed plants). 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Closed plants: (NY, WASH). 

3. Vulnerable plant: (LA). 

Database 2 (1 mistake) 

1-2. As before. 

3. Vulnerable plant: (NY). Mistake: NY is closed and hence 
ineligible to be vulnerable. 

#7 Derived Set with Mandated Size 

This example illustrates the Derived Set/User Selection/ 
Qualified/Bounded Set Size category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a subset of the set of plants corresponding to 
the three plants with the best management. The criteria 
for deciding which plants are in the top three are not 
quantified. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Top three plants: (NY, WASH, LA). 

Database 2 (1  mistake) 

1. As before. 

2. Top three plants: (NY, WASH). Mistake: only two plants 
are listed. 

#8 Cartesian Product 

This example illustrates the Relation/Define by Formula/ 
Elementary Relational Algebra Operations/Cartesian Product 
category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier . 

3. There is a computed set of plant-warehouse transportation 
links consisting of every possible plant-warehouse combi- 
nation. This set can be viewed as a relation, namely the 
Cartesian product of the plant set and the warehouse set. 

Database 2 (2 mistakes) 

1-2. As before. 

3. Manually computed relation: (NY-NY, NY-PITTS, 
BOS-NY, BOS-PITTS, WASH-NY, WASH-HOU). Mistakes: 
1) WASH-HOU is wrong. and 2) WASH-PITTS is missing. 

#9 Cartesian Product Subset 

This example illustrates the Relation/User Selection/ 
Unqualified/From Newly De fined Relation category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier. 

3. There is a set of plant-warehouse transportation links 
that does not necessarily consist of every possible 
combination. This set can be viewed as an arbitrary 
selection from the Cartesian product of the plant set and 
the warehouse set. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH). 

2. Warehouse identifiers: (NY, PITTS). 

3. Links: (NY-NY, NY-PITTS, BOS-NY). Note that there is no 
link at all out of WASH. 

Database 2 (1 mistake) 

1-2. As before. 

3. Links: (NY-NY, NY-PITTS, BOS-NY, WASH-HOU). 
Mistake: WASH-HOU is wrong. 

#10 Projection 

This example illustrates the Relation/De fine by Formula/ 
Elementary Relational Algebra Operations/Projeclion 
category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of processes, each having a unique 
identifier. 

3. There is a binary relation on processes and plants that 
indicates which processes are installed in which plants. 

4. There is a computed subset of the set of plants, namely 
those that have at least one process installed. This set 
can be viewed as the projection of the article 3 relation 
onto its plant component. 
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Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Process identifiers: (pl ,  p2). 

3. Process-plant relation: (pl-NY, pl-BOS, p2-BOS, 
p2-WASH). 

4. Plants with at least one process: (NY, BOS, WASH). 

Database 2 (2 mistakes) 

1-3. As before. 

4. Manually computed subset of plants with at least one 
process: (NY, BOS, LA). Mistakes: 1) LA is wrong, and 
2) WASH is missing. 

#11 Irreflexive Restriction 

This example illustrates the Relation/Define by Formula/ 
Elementary Relational Algebra Operations/Selection category. 
It describes a complete directed graph with no self-loops. 

1. There is a set of nodes, each having a unique identifier. 

2. There is a computed set of directed arcs over the nodes; 
it is complete except that no arc’s head coincides with its 
tail. (This set is, of course, a binary relation on the node 
set.) 

Database 1 

I .  Node identifiers: (nodel, node2, node3). 

2. Arcs: (nodel-node2, nodel-node3, node2-node3, 
node2-node1, node3-node1, node3-node2). 

Database 2 (2 mistakes) 

1. As before. 

2. Manually computed arcs: (nodel-node2, nodel-nodel, 
node2-node3, node2-nodel, node3-node1, node3-node2). 
Mistakes: 1) nodel-nodel wrong, and 2) nodel-node3 
missing. 

#12 Natural Join 

This example illustrates the Relation/Define by Formula/ 
Compound Relational Algebra Operatioiis/Natural Join 
category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of processes, each having a unique 
identifier. 

3. There is a set of commodities, each having a unique 
identifier. 

4. There is a binary relation on commodities and processes 
that indicates which commodities are made by which 
processes. 

5 .  There is a binary relation on processes and plants that 
indicates which processes are installed in which plants. 

6. There is a computed trinary relation on commodities, 
processes, and plants that indicates which commodities can 
be made by which processes at which plants. The compu- 
tation takes account of the prior two relations; that is, 
(commodity, process, plant) is in the relation being 
defined here iff commodity is made by process and process 
is installed in plant. This relation is the natural join of 
the relations defined in articles 4 and 5.  

Database I 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Process identifiers: (pl ,  p2). 

3. Commodity identifiers: (c l ,  c2). 

4. Commodity-process relation: (cl -P I ,  c2-pl, c2-p2). 

5.  Process-plant relation: (pl-NY, pl-BOS, p2-BOS, 
p2-WASH). Note that no process is installed in plant LA. 

6. Commodity-process-plant relation: (cl-pl-NY, cl-pl-BOS, 
~ 2 - p l  -NY, ~ 2 - p l  -BOS, c2-p2-BOS, c~-P~-WASH).  

Database 2 (2 mistakes) 

1-5. As before. 

6. Manually computed commodity-process-plant relation: 
(CI -PI  -NY, C I  -PI  -BOS, cZ-pl-NY, cZ-pl-BOS, c2-p2-BOS, 
c2-pl-WASH). Mistakes: 1) c2-pl-WASH wrong, and 2) 
c2-p2-WASH missing. 

#13 Projected Natural Join 

This example illustrates the Relation/Define by Formula/ 
Compound Relational Algebra Operations/Other category. In 
particular, article 6 composes projection and natural join. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of processes, each having a unique 
identifier. 

3. There is a set of commodities, each having a unique 
identifier. 

4. There is a binary relation on commodities and processes 
that indicates which commodities are made by which 
processes. 

5 .  There is a binary relation on processes and plants that 
indicates which processes are installed in which plants. 

6. There is a computed binary relation on commodities and 
plants that indicates which commodities can be made at 
which plants. The computation takes account of the prior 
two relations; that is, (commodity, plant) is in the relation 
being defined here iff commodity is made by some process 
that is installed in plant. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Process identifiers: (pl ,  p2). 

3. Commodity identifiers: (cl, c2). 
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Commodity-process relation: (c l -pl ,  c2-pl,.c2-p2). 

Process-plant relation: (pl-NY, pl-BOS, p2-BOS, 
p2-WASH). Note that no process is installed in plant LA. 

Commodity-plant relation: (cl -NY, cl-BOS, c2-NY, 
c2-BOS, C2-WASH). 

Database 2 (2 mistakes) 

1-5. As before. 

6. Manually computed relation: (cl-NY, cl-BOS, cl-WASH, 
c2-NY, c2-BOS). Mistakes: 1) cl-WASH is wrong, and 2) 
c2-WASH is missing. 

#14 Transitive Closure 

This example illustrates the Relation/Define by Formula/ 
Transitive Closure category. It describes an arbitrary directed 
graph, and also the graph’s transitive closure (which is 
equivalent to the reachability matrix of the original graph). 

1. There is a set of nodes, each having a unique identifier. 

2. There is a set of directed arcs over the nodes. This can 
be viewed as an arbitrary binary relation on the node set. 

3. There is a computed set of directed arcs that consists of 
all arcs in the transitive closure of the graph defined by 
articles 1 and 2. This can be viewed as a computed 
relation. 

Database 1 

1. Node identifiers: (nodel, node2, node3). 

2. Directed arcs: (nodel -node2, node2-node3). 

3. Transitive closure: (nodel -node2, node2-node3, 
nodel-node3). 

Database 2 (2 mistakes) 

1-2. As before. 

3. Manually computed transitive closure: (nodel -node2, 
node2-node3, node3-nodel). Mistakes: 1) node3-nodel is 
wrong, and 2) nodel-node3 is missing (could happen as a 
simple transposition error). 

#15 Function 

This example illustrates the Relation/Vser Selecfion/ 
Qualified/Function category. 

There is a set of plants, each having a unique identifier. 

There is a set of divisions, each having a unique 
identifier. 

There is a binary relation on the plants and divisions that 
corresponds to the ownership of plants by divisions. This 
relation must be inclusive in that every plant must be 
included, and each plant must be owned by exactly one 
division; in other words, the relation is a function from 
plants to divisions. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH, LA). 

2. Division identifiers: (Eastern-div, Western-div). 

3. Ownership of plants by divisions: (NY-Eastern-div, 
BOS-Eastern-div, WASH-Eastern-div, LA- Western-div). 

Database 2 (3 mistakes) 

1-2. As before. 

3. Ownership of plants by divisions: (NY-Eastern-div, 
BOS-Southern-div, LA- Western-div, NY- Western-div). 
Mistakes: 1) Southern-div does not exist, 2) NY is owned 
by two different divisions, and 3) WASH is not owned by 
any division. 

#16 Ordinal Selection with Offsets 

This example illustrates the Relation/De fine by Formula/ 
Ordinal Selection With 0 f fsets category. 

1. There is an ordered set of days, each having a unique 
identifier. 

2. Each worker must be on duty for exactly two of the 
given days. Union work rules require that there be at 
least one day separating the two duty days. This induces a 
computed binary relation on the days corresponding to all 
possible duties. 

Database 1 

1. Day identifiers: (Mon, Tue, Wed, Thu, Fri). 

2. Possible duties: (Mon-Wed, Mon-Thu, Mon-Fri. Tue-Thu, 
Tue-Fri, Wed-Fri). 

Database 2 (3 mistakes) 

I .  As before. 

2. Manually computed relation: (Mon-Wed, Mon-Thu, 
Tue-Wed, Tue-Thu, Tue-Fri, Wed-Fri, Wed-Fri). Mistakes: 
1) Mon-Fri is missing, 2) Tue-Wed is wrong because there 
is only one day separating the duty days, and 3) there are 
two Wed-Fri pairs. 

#17 Select but Cover 

This example illustrates the Relation/Vser Selection/ 
Quali fied/Inclusive category. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier. 

3. There is a set of plant-warehouse transportation links 
that does not necessarily consist of every possible 
combination; however, it must include at least one link for 
each plant, and at least one link for each warehouse. This 
set can be viewed as a constrained selection from the 
Cartesian product of the plant set and the warehouse set. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH). 
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2. Warehouse identifiers: (NY, PITTS). 

3. Links: (NY-NY, NY-PITTS, BOS-NY, WASH-PITTS). 

Database 2 (1 mistake) 

1-2. As before. 

3. Links: (NY-NY, NY-PITTS, BOS-NY). Mistake: there is no 
link out of WASH. 

#18 Select from Irreflexive Restriction 

This example illustrates the Relation/User Selection/ 
Qualified/Irreflexive category. 

1. There is a set of activities, each having a unique 
identifier. 

2. There is a binary relation on the activities representing 
immediate precedence; that is, certain activities must 
immediately precede certain other activities. No activity 
can immediately precede itself; that is, the relation is 
irreflexive. 

Database 1 

1. Activity identifiers: (Al ,  A2, A3, A4). 

2. Immediate predecessor relation: (A1 before A2, A2 before 
A3). 

Database 2 (1 mistake) 

1. As before. 

2. Immediate predecessor relation: (A1 before A2, A3 before 
A3). Mistake: "A3 before AY is disallowed. 

#19 Category Tree 

This example, which falls in the Other category of Exhibit 
1, illustrates a kind of indexing structure not otherwise 
treated in this paper: index trees. In this particular case, a 
"category tree" is given all nodes of which have "children", 
which are the things being indexed. 

1. There is a given "category tree" of uniquely named nodes, 
namely this one (in the usual indented list notation): 

MAJOR 
MINOR 1 
MINOR2 

2. Each node of the given category tree, including its root, 
has one or more children denoted by an identifier. This 
leads to a supertree containing the category tree, with 
the added nodes being its leaves. But no child may have a 
child. Identifiers need only be unique among siblings (that 
is, among the children of each node in the category tree). 

3. Each child appended to the category tree has a real value. 

Database 1 

2. Children of the nodes of the category tree: 

MAJOR item5 
MINORl item], item2 
MINOR2 item3, item4, item5 

3. Values of the children: 

item1 10 
item2 20 
item3 30 
item4 40 
item5 (in MAJOR) 51 
item5 (in MINOR2) 52 

Database 2 (2 mistakes) 

2. Children of the nodes of the category tree: 

MAJOR item5 
MINORl iteml, item2 
MINOR2 item3, item4, item5 
MINOR3 item6 

Mistake: MINOR3 does not exist. 

3. Values of the children: 

item1 10 
item2 20 
item4 40 
item5 (in MAJOR) 51 
item5 (in MINOR2) 52 
item6 60 

Mistake: no value is given for item3. 

#20 Mandated Identifiers 

This example illustrates the Primitive Set/De fine by 
Formula category. Note that this general structure specifies 
in complete detail all of the identifiers of a primitive set. 

A variant is also given which falls in the Primitive 
Set/User Itiput/Quali fied/Bounded Set Sire category. It does 
- not specify in complete detail all of the identifiers of the 
primitive set, and hence allows more than one instantiation. 

1. There are exactly three plants, and their identifiers are 
the consecutive integers starting with unity. 

Variant General Structure 

This is a tight superset of the original general structure. 

1 I .  There are exactly three plants, and their identifiers 
are arbitrary but distinct nonnegative integers 
(actually, digit strings). 

#21 Set Selection Based on Identifier Value 

This example falls in the Derived Set/Define by Formula/ 
Elementary Set Operations/Selectioti category. Note that 
article 2 requires "=I' comparisons based on job identifier 
value. It is easy to devise a variant that avoids this. 

1. There is a set of courses, each having a unique identifier. 
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2. There is a computed subset of the set of coprses, namely 
those whose identifiers are not among "210A", "210B", 
"210C", "216A", and "203A". The identifiers listed are those 
for all core courses. 

Database 1 

1. Course identifiers: (203A, 210A, 210B, 210C, 211A, 211B, 
212A, 212B, 216A, 218). 

2. Computed subset: (211A. 211B, 212A, 212B, 218). 

Database 2 (2 mistakes) 

1. As before. 

2. Manually computed subset: (203A, 211A, 211B, 212A, 
212B). Mistakes: 1) 203A is wrong, and 2) 218 is missing. 

#22 Relational Selection Based on Identifier Value 

This example falls in the Relation/Define by Formula/ 
Elementary Relafional Algebra Operations/Selecfion category. 
Note that article 2 requires "<" comparisons among job 
identifiers. It is easy to devise a variant that avoids this. 

1. There is a set of jobs, each having a unique identifier 
that is a nonnegative integer signifying relative priority; 
that is, if the identifier of one job is,a smaller integer 
than the identifier of a second job, then the first job has 
a higher priority than the second. 

2. There is a computed binary relation that indicates which 
jobs take priority over which jobs; (JobA, JobB) is in the 
relation (JobA has priority over JobB) if and only if the 
value of the identifer of JobA is less than the value of 
the identifier of JobB. 

Database 1 

1. Job identifiers: (339, 48, 444). 

2. Computed priority relation: (48-339, 48-444, 339-444). 

Database 2 (2 mistakes) 

1. As before. 

2. Manually computed priority relation: (339-48, 48-444, 
339-444). Mistakes: I )  339-48 is wrong, and 2) 48-339 is 
missing. 

#23 Value-Driven Set Membership 

This example falls in the Relafion/De fine by Formula/ 
Value-Driven Set Membership category. It is adapted from 
Fourer, Gay, and Kernighan [4]. Note that article 5 requires 
the population of a set to depend on the values of certain 
parameters. It is easy to devise a variant that avoids this. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier. 

3. Plant-warehouse unit transportation costs are given for 
every possible plant-warehouse combination (the complete 
Cartesian product). 

4. A "limiting" unit transportation cost value is given with 
this intended use: no flow will be allowed between a plant 
and a warehouse unless the unit transportation cost for 
that combination is less than the limiting value. 

5.  There is a computed set of acceptable plant-warehouse 
transportation links consisting of every possible 
combination for which the unit transportation cost is 
smaller than the limiting value. 

Database 1 

1. Plant identifiers: (NY, BOS, WASH). 

2. Warehouse identifiers: (NY, PITTS). 

3. Possible plant-warehouse combinations and associated unit 
transportation costs: (NY-NY 1, NY-PITTS 5 ,  BOS-NY 4, 
BOS-PITTS 9, WASH-NY 11, WASH-PITTS 6). 

4. Limiting unit transportation cost: 10. 

5.  Computed acceptable plant-warehouse transportation links: 
(NY-NY, NY-PITTS, BOS-NY, BOS-PITTS, WASH-PITTS). 

Database 2 (2 mistakes) 

1-4. As before. 

5.  Manually computed acceptable plant-warehouse 
transportation links: (NY-NY, NY-PITTS, BOS-NY, 
WASH-NY, WASH-PITTS). Mistakes: 1) BOS-PITTS is 
missing, and 2) WASH-NY is wrong. 

#24 Set Difference Over Possibly Different Domains 

This example falls in the Derived Set/Define by Formula/ 
Elemenfary Sei Operafions/Difference category. Note that the 
set difference implicit in article 3 is ill-defined because plant 
identifiers and warehouse identifiers are not necessarily 
drawn from a common domain. A simple variation of this 
example could introduce a common domain. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier. 

3. There is a computed set of warehouses that are not 
co-located with a plant. 

Database 1 

1. Plant identifiers: (COLUMBUS, BOS, HOU), where 
"COLUMBUS" stands for Columbus, Ohio. 

2. Warehouse identifiers: (COLUMBUS, PITTS, HOUSTON), 
where "COLUMBUS" stands for Columbus, Georgia. 

Note that, owing to the lack of coordination between the 
plant identifiers and warehouse identifiers, the difference 
between COLUMBUS the plant and COLUMBUS the ware- 
house cannot be determined by looking at the identifiers. 
Similarly, the identity of HOU the plant and HOUSTON the 
warehouse cannot be determined mechanically by looking at 
the identifiers. 

3. The computation required by article 3 is ambiguous. The 
intended result of the computation is (COLUMBUS, 
PITTS), where COLUMBUS stands for Columbus, Georgia. 
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But the literal result of the computation is (PITTS, 
HOUSTON), which falls into the trap of assuming that all 
identifiers are from a common domain when, in fact, they 
are not. 

#25 Relational Selection Over Possibly Different Domains 

This example falls in the Relation/Define by Formula/ 
Elementary Relational Algebra Operations/Selection category. 
Note that the selection implicit in article 3 is ill-defined 
because plant identifiers and warehouse identifiers are not 
necessarily drawn from a common domain. A simple variation 
of this example could introduce a common domain. 

1. There is a set of plants, each having a unique identifier. 

2. There is a set of warehouses, each having a unique 
identifier. 

3. There is a computed set of plant-warehouse transportation 
links, namely those tuples from the Cartesian product of 
plant identifiers and warehouse identifiers which do not 
correspond to co-located facilties. 

Database 1 

1. Plant identifiers: (COLUMBUS, BOS, HOU), where 
"COLUMBUS stands for Columbus, Ohio. 

2. Warehouse identifiers: (COLUMBUS, PITTS, HOUSTON), 
where "COLUMBUS" stands for Columbus, Georgia. 

Note that, owing to the lack of coordination between the 
plant identifiers and warehouse identifiers, the difference 
between COLUMBUS the plant and COLUMBUS the warehouse 
cannot be determined by looking at the identifiers. Similarly, 
the identity of HOU the plant and HOUSTON the warehouse 
cannot be determined mechanically by looking at the 
identifiers. 

3. The computation required by article 3 is ambiguous. The 
intended result of the computation is 
(COLUMBUS-COLUMBUS, COLUMBUS-PITTS, 
COLUMBUS-HOUSTON, BOS-COLUMBUS, BOS-PITTS, 
BOS-HOUSTON, HOU-COLUMBUS, HOU-PITTS). But the 
literal result of the computation is (COLUMBUS-PITTS, 
COLUMBUS-HOUSTON, BOS-COLUMBUS, BOS-PITTS, 
BOS-HOUSTON, HOU-COLUMBUS, HOU-PITTS, 
HOU-HOUSTON), which falls into the trap of assuming 
that all identifiers are from a common domain when, in 
fact, they are not. 
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