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1 Introduction

After years of relative neglect in the academic literature, dynamic portfolio choice is again

attracting attention. The renewed interest in the topic follows the recent empirical evidence

of return predictability and is fueled by practical issues, including model and parameter

uncertainty, learning, labor income, transaction costs, and taxes.1 Unfortunately, the realism

of portfolio choice problems considered until now has been constrained by the scarcity of

analytic results and by the limited power of existing numerical methods.

In this paper, we present a simulation-based method for solving more realistic portfolio

choice problems that potentially involve non-standard preferences and a large number of

assets with arbitrary return distribution. Speci�cally, the return distribution can be time-

varying as a function of many observable or unobservable state variables and can even be

path-dependent. Furthermore, the simulation method is exible enough to accommodate

intermediate consumption, parameter and model uncertainty, and portfolio constraints.

Finally, the method is computationally eÆcient even for large-scale problems.

The original literature on dynamic portfolio choice was pioneered by Merton (1969,1971)

and Samuelson (1969) in continuous time and by Fama (1970) in discrete time. These

papers and the research that followed produced a variety of insights into the properties of

optimal portfolio policies. Unfortunately, the dynamic portfolio choice problem only allows

for closed-form solutions in a few special parameterizations of the investor's preferences and

asset return dynamics, as exempli�ed by Kim and Omberg (1996) and Liu (1999).

The recent literature uses a variety of numerical and approximate solution methods to

incorporate realistic features into the dynamic portfolio choice, such as return predictability,

model and parameter uncertainty, learning, labor income, transaction costs, and taxes. For

example, Brennan, Schwartz, and Lagnado (1997), Brennan (1998), Brennan and Xia (2001),

and Xia (2001) solve numerically the PDE obtained from the Bellman equation of the

dynamic portfolio problem. Campbell and Viceira (1999), Chacko and Viceira (1999),

Campbell, Chan, and Viceira (2000), and Viceira (2001) log-linearize the Euler equations

and budget constraint to obtain approximate closed-form solutions. Kogan and Uppal

(2000) use perturbation analysis to expand the portfolio solution for a log-utility investor

to the general CRRA case. Das and Sundaram (2000) approximate the value function by a

exible polynomial form that can be used to solve the Bellman equation. By far the most

popular solution approach involves discretizing the state space. This is done by Balduzzi

and Lynch (1999), Brandt (1999), Barberis (2000), Dammon, Spatt, and Zhang (2000),

1See Brandt (2001) and Campbell and Viceira (2001) for surveys of the dynamic portfolio choice literature.
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Lynch (2000), and A��t-Sahalia and Brandt (2001). The investor's conditional expectations

are evaluated with Tauchen and Hussey's (1991) quadrature method (Balduzzi and Lynch;

Lynch), simulations (Barberis), binomial discretizations (Dammon, Spatt, and Zhang), or

nonparametric regressions (A��t-Sahalia and Brandt; Brandt).

These numerical and approximate solution methods share some important limitations.

Except for the nonparametric approach of Brandt (1999) and A��t-Sahalia and Brandt (2001),

they all assume unrealistically simple asset return dynamics. In addition, all of the methods

rely on CRRA preferences, or its recursive extension by Epstein and Zin (1989), to eliminate

the dependence of the portfolio policies on wealth. This simpli�es the problem by making it

path-independent, but it constitutes a highly stylized setup. Finally, except for Campbell,

Chan, and Viceira (2000), none of the methods can handle the large numbers of assets and

state variables that arise in realistic portfolio choice problems.

Our simulation method overcomes these limitations. The �rst step of the method entails

simulating a large number of hypothetical sample paths of asset returns and state variables.

We simulate these paths from the known, estimated, or bootstrapped joint dynamics of

the returns and state variables. Alternatively, we simulate the sample paths from the

posterior belief about the joint dynamics of the returns and state variables to incorporate

parameter and model uncertainty in a Bayesian context, similar to Brown (1978,1979),

Kandel and Stambaugh (1996), Avramov (2000), and Barberis (2000). The key feature

of the simulation stage is that the joint dynamics of the asset returns and state variables can

be high-dimensional, arbitrarily complicated, and even path-dependent.

Given the set of simulated paths of the returns and state variables, we solve for the optimal

portfolio (and consumption) policies recursively in a standard dynamic programming fashion.

Starting one period before the end of the investor's horizon, at time T � 1, we compute

for each simulated path the portfolio weights that maximize a Taylor series expansion of

the investor's expected utility. This approximated problem has a straightforward (semi-)

closed-form solution that involves conditional (on the state variables) moments of the utility

function, its derivatives, and the asset returns. We compute these conditional moments with

least-squares regressions of the realized utility, its derivatives, and the asset returns at time T

on basis functions of the realizations of the state variables at time T�1 across the simulated

sample paths. The algorithm then proceeds recursively until time zero. Each period and

for each simulated path, we �nd the portfolio that maximizes the conditional expectation

of the investor's utility, given the optimal portfolios for all future periods until the end of

the horizon. To summarize, our method consists of simulating the asset returns and state

variables, computing a set of across-path regressions for each period, and then evaluating
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the closed-form solution of the approximate problem.

Our method is inspired by Longsta� and Schwartz's (2001) use of across-path regressions

to value American-style options with simulations. It is also related to the \parameterized

expectations" method of den Haan and Marcet (1990) for solving dynamic macro models.2

The critical di�erence between our method and the approach of den Haan and Marcet is

the use of regressions across a large number of sample paths instead of along a single path.

The across-path regressions allow us to solve �nite-horizon problems, which may be non-

stationary and path-dependent, as opposed to only stationary in�nite-horizon problems.

We �rst apply our simulation method to the portfolio choice between a stock index and

cash when the stock returns are either iid or predictable by the dividend yield of the index.

We use this simple setup to analyze the potential sources of error in our solution method.

In particular, we use the iid returns case to establish that the Taylor series expansion of the

expected utility induces only minimal approximation error. We use the predictable returns

case, which has been studied recently by Brennan, Schwartz and Lagnado (1997), Balduzzi

and Lynch (1999), Brandt (1999), Campbell and Viceira (1999), and Barberis (2000), to

demonstrate that our method delivers the same solution as traditional approaches.

As a more challenging application of our method, we explore the optimal asset allocation

across ten industry portfolios that exhibit momentum in returns. Speci�cally, we model the

industry returns with a fourth-order vector autoregression (VAR) that captures the empirical

patterns of own- and cross-serial correlations documented by Lewellen (2000). Despite the

fact that this problem involves 10 assets and 40 state variables, we are able to solve for the

optimal allocations in less than 30 minutes on a standard PC.

Given returns generated by this VAR, we compare the performance of the traditional

sorting-based momentum strategy of Grinblatt and Moskowitz (1999a,1999b) to the optimal

investment strategy of a CRRA investor. We �nd that the expected excess return of the

optimal allocation is more than twice that of the sorting-based strategy with only a small

increase in return volatility. The welfare of the CRRA investor is also doubled by following

the optimal strategy. This improvement comes from the fact that the optimal allocation takes

into account the timing and magnitude of the industry returns in the previous four quarters,

whereas the sorting-based strategy only considers the ranking of the industries according to

their performance over the previous year. The economic lesson from this application is that

the momentum pro�ts documented in the literature are likely to be a very conservative lower

bound on the actual pro�ts obtainable by momentum trading.
2Despite the name, the innovation of this method is not to parameterize expectations but to evaluate

parameterized expectations through regressions on simulated data. The idea of parameterizing expectations
goes back to Bellman, Kalaba, and Kotkin (1963), Daniel (1976), and Wright and Williams (1984).
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The remainder of this paper is structured as follows. We describe the basic algorithm

in Section 2. In Section 3, we discuss some implementation issues and extensions. The two

application of the method are in Section 4. We conclude in Section 5.

2 The Method

2.1 The Investor's Problem

Consider the portfolio choice at time t of an investor who maximizes the expected utility of

wealth at some terminal date T by trading in N risky assets and a risk-free asset (cash) at

times t; t+ 1; : : : T� 1.3 Formally, the investor's problem is:

Vt(Wt; Zt) = max
fxsg

T�1
s=t

Et

�
u(WT )

�
; (1)

subject to the sequence of budget constraints:

Ws+1 = Ws

�
xs

0Re
s+1 +Rf

� 8s � t; (2)

where xs is a vector of portfolio weights on the risky assets chosen at time s, Re
s+1 is the

vector of excess returns on the N risky assets from time s to s+1, and Rf is the gross return

on the risk-free asset (assumed constant for simplicity).4 The function u(�) measures the

investor's utility of terminal wealth WT and the subscript on the expectation denotes that it

is conditional on the information set Zt available at time t. For concreteness, we can think

of the information set Zt as a vector of state variables.

The intertemporal portfolio choice is a dynamic problem. At time t the investor chooses

the portfolio weights xt conditional on having wealthWt and information Zt. In this decision,

the investor takes into account the fact that at every future date s the portfolio weights will

be optimally revised conditional on the then available wealth Ws and information Zs.
5

The function Vt(Wt; Zt) denotes the expectation at time t, conditional on the information

Zt, of the utility of terminal wealthWT generated by the current wealthWt and the sequence

of optimal portfolio weights fx�sgT�1
s=t . Vt(�; �) is the value function. It represents the value, in

units of expected utils, of the portfolio choice problem to the investor. Another interpretation

3We discuss the case of intermediate consumption in Section 3.1.
4We can relax the constant risk-free rate assumption by including Rf

t in the vector of state variables Zt.
5The information Zs contains the investor's wealthWs, which means that conditioning on both quantities

is technically redundant. However, the investor's wealth is an unusual state variable because it is endogenous
to the portfolio choice. We therefore consider it separately from the exogenous information.
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of the value function is that it measures the investor's investment opportunities. If the current

information suggests that investment opportunities are good, meaning that the sequence of

optimal portfolio choices is expected to generate an above average return on wealth with

below average risk, the current value of the portfolio choice problem to the investor is high.

If investment opportunities are poor, the value is low.

The dynamic nature of the intertemporal portfolio choice is best understood by expressing

the multiperiod problem (1) as a single-period problem with utility Vt+1(Wt+1; Zt+1) of next

period's wealth Wt+1 and information Zt+1:

Vt(Wt; Zt) = max
fxsg

T�1
s=t

Et

h
u
�
WT

�i
= max

xt
Et

�
max

fxsg
T�1
s=t+1

Et+1

h
u
�
WT

�i�
(3)

= max
xt

Et

h
Vt+1

�
Wt(xt

0Re
t+1 +Rf); Zt+1

�i
:

The second equality follows from the law of iterated expectations, and the third equality

uses the de�nition of the value function as well as the budget constraint. It is important to

recognize that the expectation in the third line is taken over the joint distribution of next

period's returns Rt+1 and information Zt+1, conditional on the current information Zt.

The recursive equation (3) is the so-called Bellman equation and is the basis for any

recursive solution of the dynamic portfolio choice problem. The �rst-order conditions (FOCs)

for an optimum at each time are:

Et

h
@1Vt+1

�
Wt(xt

0Re
t+1 +Rf); Zt+1

�
Re

t+1

i
= 0; (4)

where @1Vt+1(�; �) denotes the partial derivative with respect to the �rst argument of the

value function. These FOCs make up a system of nonlinear equations involving (possibly

high-order) integrals that can in general be solved for xt only numerically.

For illustrative purposes, consider the case of constant relative risk aversion (CRRA)

utility u(WT ) =WT
1�=(1�), where  denotes the coeÆcient of relative risk aversion. The
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Bellman equation then simpli�es to:

Vt(Wt; Zt) = max
xt

Et

�
max

fxsg
T�1
s=t+1

Et+1

hWT
1�

1� 

i�

= max
xt

Et

"
max

fxsg
T�1
s=t+1

Et+1

��
Wt

QT�1
s=t (xs

0Re
s+1 +Rf)

�1�

1� 

�#
(5)

= max
xt

Et

� �
Wt(xt

0Re
t+1 +Rf)

�1�

1� | {z }
u
�
Wt+1

�
max

fxsg
T�1
s=t+1

Et+1

h�QT�1
s=t+1(xs

0Re
s+1 +Rf)

�1�
i

| {z }
 t+1(Zt+1)

�

In words, with CRRA utility the value function next period Vt+1(Wt+1; Zt+1) can be expressed

as the product of the utility of wealth u(Wt+1) and a function of the state variables  t+1(Zt+1).

Furthermore, since the utility function is homothetic in wealth we can, without loss of

generality, normalize Wt = 1. It follows that the value function depends only on the state

variables and that the Bellman equation is:

1

1� 
 t(Zt) = max

xt
Et

h
u
�
xt

0Re
t+1 +Rf

�
 t+1

�
Zt+1

�i
: (6)

The corresponding FOCs are:

Et

h
@u
�
xt

0Re
t+1 +Rf

�
 t+1

�
Zt+1

�
Re

t+1

i
= 0; (7)

which, despite being simpler than the general case, can still only be solved numerically.

This CRRA utility example also helps to illustrate the di�erence between the dynamic

and myopic (single-period) portfolio choice. If the excess returns Re
t+1 are contemporaneously

independent of the innovations to the state variables Zt+1, the (T� t)-period portfolio choice

is identical to the single-period portfolio choice at date t because the conditional expectation

in equation (6) factors into a product of two conditional expectations. The �rst expectation

is of the utility of next period's wealth u(Wt+1) and the second expectation is of the function

of the state variables  t+1

�
Zt+1

�
. Since the latter does not depend on the portfolio weights,

the FOCs of the multiperiod problem are the same as those of the single-period problem. If,

in contrast, the excess returns are not independent of the innovations to the state variables,

the conditional expectation does not factor, the FOCs are not the same, and, as a result,

the dynamic portfolio choice may be substantially di�erent from the single-period portfolio

choice. The di�erences between the dynamic and myopic policies are called hedging demands

because by deviating from the single-period portfolio choice the investor tries to hedge against
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changes in the investment opportunities (or equivalently, in the state variables).

2.2 Step 1: Expanding the Value Function

We can simplify the problem signi�cantly by expanding the value function in a Taylor series

around the current value of wealth growing at the risk-free rate WtR
f . In the case of a

second-order expansion, the approximated value function is:6

Vt(Wt; Zt) � max
xt

Et

h
Vt+1

�
WtR

f ; Zt+1

�
+ @1Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�
(8)

+
1

2
@21Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�2i
;

where @21Vt+1(�; �) denotes the second partial derivative with respect to the �rst argument of

the value function. In this case, the FOCs have a closed-form solution in terms of the joint

conditional moments of the value function and the returns in the next period:

xt � �
n
Et

h
@21Vt+1

�
WtR

f ; Zt+1

�
(Re

t+1R
e
t+1

0)
i
W 2

t

o�1

�Et

h
@1Vt+1

�
WtR

f ; Zt+1

�
Re

t+1

i
Wt (9)

� �
n
Et

h
Bt+1

i
Wt

o�1

� Et

h
At+1

i
:

This approximate solution for the optimal weights involves two conditional expectations. The

�rst expectation is the second moment matrix of returns (essentially the covariance matrix)

scaled by the second derivative of the value function next period. The second expectation

involves the risk premia of the assets scaled by the �rst derivative of the value function.

Unfortunately, a second-order expansion of the value function is sometimes not suÆciently

accurate, especially when the utility function departs signi�cantly from quadratic utility or

when the returns are very non-Gaussian. We therefore work with a fourth-order expansion

that includes adjustments for the skewness and kurtosis of returns and their e�ects on the

6There is an extensive theoretical and empirical literature on approximating utility and value functions
with polynomial expansions, including Samuelson (1970), Hakansson (1971), Grauer (1981), Pulley (1981),
Kroll, Levy, and Markowitz (1984), Grauer and Hakansson (1993), and Zhao and Ziemba (2000).

7



utility of the investor.7 The approximation of the value function is then:

Vt(Wt; Zt) � max
xt

Et

h
Vt+1

�
WtR

f ; Zt+1

�
+ @1Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�
+
1

2
@21Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�2
(10)

+
1

6
@31Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�3
+

1

24
@41Vt+1

�
WtR

f ; Zt+1

��
Wt xt

0Re
t+1

�4i
:

In this case, the FOCs de�ne only an implicit solution for the optimal weights in terms of

moments of the value function and the returns in the next period:

xt � �
n
Et

h
@21Vt+1

�
WtR

f ; Zt+1

�
(Re

t+1R
e
t+1

0)
i
W 2

t

o�1

�
n
Et

h
@1Vt+1

�
WtR

f ; Zt+1

�
(Re

t+1)
i
Wt

+
1

2
Et

h
@31Vt+1

�
WtR

f ; Zt+1

� �
xt

0Re
t+1

�2
Re

t+1

i
W 3

t (11)

+
1

6
Et

h
@41Vt+1

�
WtR

f ; Zt+1

� �
xt

0Re
t+1

�3
Re

t+1

i
W 4

t

�
� �

n
Et

h
Bt+1

i
Wt

o�1

�
n
Et

h
At+1

i
+ Et

h
Ct+1(xt)

i
W 2

t + Et

h
Dt+1(xt)

i
W 3

t

o
It is easy to solve this implicit expression for the optimal weights in practice. We start by

computing the portfolio weights for the second-order expansion of the value function and

take this to be an initial \guess" for the optimal weights, denoted xt(0). We then enter

this guess on the right-hand side of equation (11) and obtain a new solution for the optimal

weights on the left-hand-side, denoted xt(1). After a few iterations n, the guess xt(n) is very

close to the solution xt(n+ 1) and we take this value to be the solution of equation (11).8

Consider again the case of CRRA utility with Vt+1(Wt+1; Zt+1) = u(Wt+1) t+1(Zt+1).

7In sections 4.2 and 4.3 we provide evidence that the fourth-order expansion is very accurate.
8This iterative solution scheme applies to all high-order expansions of the value function.
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The solution for the second-order expansion of the value function is:

xt � �
n
Et

h
@2u
�
WtR

f
�
 t+1

�
Zt+1)(R

e
t+1R

e
t+1

0)
i
Wt

o�1

� Et

h
@u
�
WtR

f
�
 t+1

�
Zt+1

�
Re

t+1

i
� � @u

�
WtR

f
�

@2u
�
WtR

f
�
Wt

n
Et

h
 t+1

�
Zt+1)(R

e
t+1R

e
t+1

0)
io�1

� Et

h
 t+1

�
Zt+1

�
Re

t+1

i
(12)

� 1



n
Et

h
 t+1

�
Zt+1)(R

e
t+1R

e
t+1

0)
io�1

� Et

h
 t+1

�
Zt+1

�
Re

t+1

i
;

where the second line follows from the fact that u(WtR
f ) and its derivatives are deterministic

and the third line uses the de�nition of relative risk aversion .

Equation (12) illustrates more clearly the relationship between the dynamic and myopic

portfolio policies. If the returns are contemporaneously independent of the innovations to

the state variables, both expectations factor into two terms, with one term in common, and,

as a result, the portfolio weights reduce to the familiar mean-variance form:9

xt � 1



n
Et

h
 t+1

�
Zt+1)

i
Et

h
(Re

t+1R
e
t+1

0)
io�1

� Et

h
 t+1

�
Zt+1

�i
Et

h
Re

t+1

i
(13)

� 1



n
Et

h
(Re

t+1R
e
t+1

0)
io�1

� Et

h
Re

t+1

i
:

Otherwise, the dynamic and myopic portfolio choices di�er. The extent to which they di�er

depends on the contemporaneous correlation of the excess returns, squared returns, and

cross-products of returns with the innovations to the state variables.

2.3 Step 2: Simulating Sample Paths

The second step of our solution method consists of simulating forward a large number of

hypothetical sample paths of the vector Yt = [Re
t ; Zt]. Each of these paths is simulated

independently from the model:

Yt+1 = f(Yt; Yt�1; : : : ; �t+1
�
; (14)

where �t+1 denotes a vector of innovations with conditional distribution g(�t+1j�t; �t�1; : : :).

If we assume that the investor knows the true form and parameters of the data generating

process, the model f(�; �) is either calibrated to or estimated from the data. The innovations

�t are sampled from a known distribution (such as a multivariate Gaussian distribution) or

9The interpretation of the approximate solution in the mean-variance framework is unique to the second-
order approximation. Higher-order approximations, such as equation (11), still involve higher-order moments.
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are resampled from the data (bootstrapped). If we relax the unrealistic assumption of a

known data generating process, the Yt are simulated from the joint posterior distribution of

the returns and state variables, given the data and the investor's prior distribution over the

model and parameter space (see Section 3.2 for detail). In either case, we enumerate the

simulated paths with m = 1; 2; : : : ;M and denote the realization of the returns and state

variables at time s along the mth path Ys
m=[Re

s
m; Zs

m].

2.4 Step 3: Computing Expectations through Regressions

We solve recursively for the optimal portfolio weights at each date t for each simulated sample

pathm. To be more concrete, assume that the value function and its derivatives at time t+ 1

are known and consider solving for the optimal portfolio weights given the current wealth

Wm
t and the realization of the state variables Zm

t . Using the second-order approximation (9),

this task reduces to evaluating the conditional expectations of the matrices At+1 and Bt+1.
10

We parameterize these expectations as functions of the state variables:

Et

�
yt+1

�
= '(Zt)

0�t (15)

where yt+1 stands for a generic element of At+1 or Bt+1, '(Zt) denotes a vector of polynomial

bases in Zt, and �t are parameters to be estimated. For simplicity, we use as bases a simple

power series in Zt:
11

'(Zt) =
�
1 Zt Z

2
t � � � �0: (16)

The key feature of the parameterized expectation (15) is its linearity in the (nonlinear)

functions of the state variables. This linearity implies that we can evaluate the parameters �t

through a simple least squares regression of the realized values ym
t+1 at time t+1 against the

polynomial bases '(Zm
t ) at time t across the simulated sample paths.12 The �tted values

of this regression, denoted ŷmt+1, are then used to construct estimates of the conditional

expectations of At+1 and Bt+1, denoted Â
m
t+1 and B̂

m
t+1, respectively. These estimates of the

conditional expectations, in turn, yield estimates of the optimal portfolio weights at time t

10We use the second-order expansion in the description of the method for expositional ease. The approach
extends with obvious modi�cations to the fourth-order expansion that we actually use in sections 4.2 and 4.3.

11We elaborate on the choice of polynomial bases in Section 3.4.
12The idea of using across-path regressions to evaluate conditional expectations in a simulation setting

was introduced by Longsta� and Schwartz (2001) in the context of pricing American-style options.
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for each path m:

x̂mt = �
n
B̂m

t+1W
m
t

o�1

Âm
t+1: (17)

From a practical perspective, it is important to recognize that for each date t we only need

to compute the �tted values for a single set of regressions (one for each unique element of

the matrices At+1 and Bt+1) which means not only that we can a�ord a large number of

simulations to control the simulation error (M = 10; 000 in our applications) but also that

we can vectorize the algorithm to avoid nested loops (in t and m).

To close the recursion, we evaluate the value function and its derivatives at date t and

for all simulated paths m. Recall that the value function at time t is the conditional

expectation of the �nal utility of wealth under the sequence of optimal portfolio choices

at dates t; t + 1; :::; T� 1:

Vt(Wt; Zt) = Et

�
u
�
ŴT

��
= Et

�
u
�
Wt

T�1Y
s=t

�
x̂0sR

e
s+1 +Rf

� ��
; (18)

where x̂s denotes the optimal portfolio weights at date s. The derivative of the value function

with respect to its �rst argument (current wealth) is:

@1Vt(Wt; Zt) = Et

�
@u
�
ŴT

� T�1Y
s=t

�
x̂0sR

e
s+1 +Rf

� �
(19)

and similarly for higher order derivatives.

We evaluate the conditional expectations in equations (18) and (19) using across-path

regressions. Speci�cally, we evaluate the value function at date t by regressing the utility

realized at the end of each sample path, denoted u(Ŵm
T ), from the estimated sequence of

optimal portfolio weights fx̂ms gT�1
s=t against the polynomial bases of the state variables '(Zm

t ).

Similarly, we evaluate the derivatives of the value function by regressing the derivatives of

the realized utility of terminal wealth against the bases of the state variables.

The algorithm proceeds recursively backward, iterating between estimating the portfolio

weight and evaluating the value function and its derivatives. A noteworthy feature of the

recursions is that we use the Taylor series expansion of the value function only to compute

the portfolio weights but not to evaluate the value function and its derivatives, which are

used to compute the optimal portfolio weights in the next recursion. In this way, the errors

in the approximation of the value function propagate (and cumulate) through the backward

recursions only to the extent that the approximation errors in the portfolio weights a�ect the
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expected utility of terminal wealth. However, it is well known that even �rst-order deviations

in the optimal portfolio policy have only second-order welfare e�ects [Cochrane (1989)]. As

a result, the propagation and accumulation of the approximation error due to the Taylor

series expansion of the value function is kept to a minimum.

Although we describe the algorithm with value function iterations, in the tradition of

the dynamic programming literature, we actually never need to use the value function in

computing the portfolio weights. To understand why the value function is only a by-product

of our solution method, notice that equation (15) is a conditional expectation of the value

function and its derivatives, which from equations (18) and (19) are themselves conditional

expectations of functions of the investor's terminal wealth from the sequence of optimal

portfolio weights along each path. The law of iterated expectations then implies that we

can directly compute the portfolio weights from conditional expectations of these functions

of the investor's terminal wealth. The bene�t of not having to iterate on the value function

is that errors in the value function do not propagate in the backward recursions.

3 Extensions and Implementation Issues

3.1 Intermediate Consumption

Our simulation method extends to the case of intermediate consumption, where the investor

chooses each period the level of consumption and the asset allocation for the wealth that is

not consumed. Assuming additive time-separable preferences, the value function is:

Vt
�
Wt; Zt) = max

fxs;csgTs=t

Et

h TX
s=t

�s�t u
�
csWs

�i
(20)

= max
xt;ct

u
�
ctWt

�
+ � Et

�
Vt+1(Wt+1; Zt+1)

�
;

subject to the sequence of budget constraints:

Ws+1 = (1� cs)Ws

�
xs

0Re
s+1 +Rf

� 8s � t (21)

and the terminal condition cT = 1, where cs denotes the fraction of wealth consumed at

time s and � is a subjective discount factor.

Analogous to the case without intermediate consumption, we expand the value function at

time t+1 around a deterministic wealth of (1��c)WtR
f . We let �c be the optimal consumption

for a deterministic problem in which the investor's wealth grows at the risk-free rate for the
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remaining T� t periods (e�ectively setting xs = 0, for s = t; t + 1; � � � ; T � 1).

A second-order expansion of the value function is:

Vt(Wt; Zt) �max
xt;ct

u(ctWt) + � Et

h
Vt+1

�
(1� �c)WtR

f ; Zt+1

�
+ @1Vt+1

�
(1� �c)WtR

f ; Zt+1

��
(1� ct)Wt xt

0Re
t+1� (ct� �c)WtR

f
�

(22)

+
1

2
@21Vt+1

�
(1� �c)WtR

f ; Zt+1

��
(1� ct)Wt xt

0Re
t+1� (ct� �c)WtR

f
�2i

:

Solving the implied FOCs for the optimal portfolio and consumption choices yields:
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Similar expressions can be obtained for a fourth-order expansion of the value function.

Equations (23) and (24) must be solved simultaneously.13 However, the following iterative

procedure is quite e�ective in practice. Starting with an initial \guess" for ct(0) = �c, we

solve for the portfolio weights xt(1) from equation (23). We then use these portfolio weights

to solve for the consumption choice ct(1) from equation (24). After a few iterations n, the

guesses fxt(n); ct(n)g are very close to the solutions fxt(n+1); ct(n+1)g and we take these

values to be the solutions to the system of two equations (23) and (24).

13A notable exception is the case of CRRA utility, for which the portfolio choice is independent of the
consumption choice. The CRRA consumption choice, however, still depends on the portfolio choice.
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3.2 Parameter and Model Uncertainty

There are two philosophically di�erent approaches to portfolio choice problems: frequentist

calibration and Bayesian decision theory. The frequentist calibration approach separates the

parameterization and estimation of the data generating process from the asset allocation

problem by assuming that the investor knows the true functional form and parameters of

the returns and state variables dynamics in equation (14). The resulting portfolio rules are

conditional on the speci�cation of the data generating process and are optimal in practice

only if the true data generating process coincides with this particular speci�cation.

The Bayesian decision theory approach treats the parameterization and estimation of

the model (14) as an integral part of the asset allocation problem. Instead of knowledge of

the true data generating process, the investor is given a prior belief (before data processing)

about the functional form and parameters of the model. The investor uses all available

data and Bayes rule to form a corresponding posterior belief (after data processing) and

then makes the optimal portfolio choice with respect to this subjective distribution. The

resulting portfolio rules are optimal given the investor's prior belief and the available data,

regardless of what the true but unknown data generating process is. Brown (1978,1979),

Kandel and Stambaugh (1996), and Barberis (2000) formalize the investor's portfolio choices

with parameter uncertainty. Avramov (2000) introduces uncertainty about the functional

form of the data generating process.

Our simulation method applies to both approaches. As long as we ignore the issue of

learning, the only di�erence between a frequentist or Bayesian application of our method is

whether the simulations described in Section 2.3 are generated from the true data generating

process or from the investor's posterior belief about the data generating process. However, in

general, learning cannot be ignored in the Bayesian approach. Between the initial portfolio

choice and the terminal date the investor observes a sequence of returns and state variable

realizations that lead to updated posterior beliefs about the data generating process.

In the context of our method, learning implies that the model from which the simulations

are generated changes endogenously, and in a path dependent way, along each sample path.

A natural way to capture these subjective time-variations in the investment opportunities

is to summarize at each future date along each simulated path the data generating process

through its posterior moments and to include these moments as additional state variables in

the portfolio choice problem. Brandt, Goyal, and Santa-Clara (2001) use this approach to

study the importance of learning in the dynamic portfolio choice.
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3.3 Wealth Dependence and Portfolio Constraints

Except with CRRA utility, the portfolio choice depends on the investor's current wealth.

However, the current wealth at time t depends on the sequence of past returns and past

portfolio choices, which are unknown at that time because we solve the problem recursively

backward. To overcome this problem, we recover at each time t and for each path m the full

mapping from the current wealth Wm
t to the portfolio choice by solving the problem for a

grid of wealth levels. For each wealth level we construct the realized ymt for the across-path

regressions by interpolating the portfolio choices at all future dates s = t+1; � � � ; T�1, which
depend on the future wealth realizations, from the portfolio choice mappings recovered in

the previous recursions. With this approach, our method can handle virtually any objective

function, as long as it is four times di�erentiable. This includes a variety of objective

functions with practical interest, such as maximizing Sharpe ratios or information ratios,

benchmark tracking, minimizing draw-downs, or maintaining a certain value-at-risk.

We can also incorporate portfolio constraints, such as limits on borrowing or short-sales.

These constraints are important in practice for a variety of investors, including pension plans

and mutual funds. To incorporate the portfolio constraints, we just solve the approximate

problem at each future date along each path subject to the constraints. Since the constrained

problem typically does not have a closed form solution, it must be solved numerically.

E�ective and fast algorithms for solving high-dimensional constrained optimization problems

include Byrd, Lu, Nocedal, and Zhu (1995) and Lin and Mor�e (1999).14

3.4 Formalizing the Use of Regressions

Longsta� and Schwartz (2001) and Tsitsiklis and Van Roy (2001) provide partial convergence

results for the use of across-path regressions to value American-style options. These results

are extended by Cl�ement, Lamberton, and Potter (2001), who show that for a �xed

order of the polynomial bases, the Longsta�-Schwartz estimator (of the option price) is

normally distributed around the true projection of the price onto the polynomial bases.

The convergence rate is
p
M . Their theorems can be adapted to our setting to show that

the portfolio weights from our method converge to the optimal weights of an investor with

second- or fourth-order utility function who takes conditional expectations with respect to

the polynomial bases in the state variables.

There are many basis functions we can use for evaluating the conditional expectations,

including Chebyshev, Hermite, Laguerre, and Legendre orthogonal polynomials. Longsta�

14See also the survey of constrained optimization algorithms by Conn, Gould, and Toint (1994).
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and Schwartz (2001) report numerical evidence that even a simple power series is e�ective.

Furthermore, they show that the order of the polynomial needs not be very high for reliable

option pricing, and we present similar results in Section 4.1 for the dynamic portfolio choice.

In any case, increasing the order of the polynomial just increases the number of regressors,

which is not a concern because we can simultaneously increase the number of sample paths

to maintain the same level of numerical accuracy.

We need to be somewhat concerned about numerical issues though. It is well understood

that OLS regressions are susceptible to outliers, and our regressions are potentially plagued

by outliers because the curvature of the utility function tends to amplify the spread of the

terminal wealth. Even sequences of relatively normal returns sometimes result in extreme

realizations of the terminal utility and its derivatives. We can address this outliers problem

either through robust regression estimators, such as an M-estimator, or through more simple

�-trimmed OLS regressions, where some fraction � of the extreme observations in both tails

are omitted from the OLS regression. It is encouraging, however, that we have encountered

serious outliers problems only at extremely long horizons (because the variance of the realized

terminal wealth grows approximately linearly with the horizon).

3.5 Computation Speed

Despite the use of simulations, our method is relatively fast. In the applications we describe

below, it takes less than a minute to solve a 20-period portfolio choice problem with a single

risky asset and one state variable on a standard PC with a Pentium III 800MHz processor

and 256MB of RAM. Even with as many as 10 risky securities and 40 state variables, it takes

less than 30 minutes to solve a 20-period problem.

4 Applications

4.1 Investing in the Stock Market with IID Returns

We �rst apply our method to the static (or single-period) portfolio choice between a stock

index and cash of a CRRA investor with relative risk aversion  ranging from �ve to 20 and

with a holding period ranging from one month to one year. The purpose of this application is

to quantify the approximation error due to the Taylor series expansion of the value function.

We assume a constant risk-free rate of �ve percent per year and model the excess stock

return as iid with a mean and volatility that match the sample moments of the historical
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data from January 1926 through December 1999 on the value weighted CRSP index. The

sample moments are provided for reference in the caption of Table 1.

Table 1 presents in the columns marked x? the exact solution of this problem. These

columns show the optimal fraction of wealth allocated to stocks obtained by solving the

investor's �rst-order condition using quadrature integration.15 The columns marked x2 and

x4 show the approximate allocations from a second- and fourth-order Taylor series expansion

of the utility function. In Panel A, the stock returns are assumed normally distributed. In

Panel B, the returns are t distributed with �ve degrees of freedom, which matches the

excess kurtosis observed in the data. The sub-panels present results for di�erent holding

periods, and the rows correspond to di�erent levels of risk aversion. Finally, the numbers in

parentheses are the losses in the certainty equivalent return on wealth, quoted in annualized

basis points, due to the error in the approximation of the value function.

Panel A shows that the magnitude and economic signi�cance of the approximation error

depend on both the return horizon and the curvature of the utility function. Consider �rst

the horizon e�ect. The second-order approximation leads to little expected utility loss at the

monthly horizon (0.01 to 0.04 basis points) but a substantial loss at the annual horizon (as

much as �ve basis points). The intuition for this result is that the wealth distribution is more

spread out at longer horizons, since the return variance increases approximately linearly with

the horizon, causing the higher-order terms of the expansion to be more important. The

e�ect of changing risk aversion is less straightforward. At all horizons, the expected utility

loss due to the approximation decreases with the level of risk aversion, which is counter-

intuitive considering that the curvature of the utility function increases with risk aversion.

The reason for this result is that the increase in the curvature of the utility function is only

one of two o�setting e�ects. The other e�ect is that the investor allocates substantially less

wealth to stocks as risk aversion increases (46 percent with  = 5 versus 11 percent with

 = 20 at the monthly horizon). This causes the wealth distribution to be less spread out

and, as a result, reduces the importance of the higher-order terms of the expansion. The

variance of wealth e�ect dominates the curvature of the utility function e�ect, causing the

accuracy of the second-order approximation to increase with the level of risk aversion.

Panel A also shows that the fourth-order expansion of the utility function performs

substantially better than the second-order expansion. For the monthly, quarterly, and

semi-annual holding periods the di�erence between the exact and fourth-order approximate

15Although the returns are assumed to be iid, the optimal portfolio weights are not constant across di�erent
holding periods. This is because we calibrate the long-horizon return distributions to the corresponding long-
horizon sample moments rather than scale the monthly sample moments using the iid assumption. With
scaled moments the horizon-irrelevance result of Merton (1969) and Samuelson (1969) would hold exactly.
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allocations is less than 0.01 in magnitude (in most cases even less than 0.001), irrespective

of the level of risk aversion, and the associated expected utility loss is negligible. Even for

the annual holding period, the di�erence between the exact and approximate solutions is in

all cases less than 0.02 with an expected utility loss of at most 0.24 basis points.

Finally, Panel B reveals that with a fat-tailed return distribution both the second- and

fourth-order approximations are more accurate at the monthly and quarterly horizons but

are less precise at the semi-annual and annual horizons. The horizon and risk aversion

patterns are qualitatively preserved. Furthermore, the fourth-order expansion still yields a

very accurate approximation, not only relative to the second-order expansion (especially for

longer holding periods and high risk aversion) but also in absolute terms (with a maximum

di�erence between the weights of 0.021 and an associated welfare loss of 1.77 basis points).

We conclude from this �rst application of our method that the second-order expansion

of the value function is satisfactory for short holding periods and for high levels of risk

aversion. The fourth-order expansion performs uniformly better than the second expansion

and, more importantly, results in a very accurate approximation of the true solution in all

cases considered.

4.2 Investing in the Stock Market with Predictable Returns

We next consider the dynamic (or multiperiod) portfolio choice of a CRRA investor between

a stock index and cash when the stock returns are predictable by the dividend-to-price ratio

of the index. This stylized asset allocation problem has received much attention recently

[e.g., Brennan, Schwartz, and Lagnado (1997), Balduzzi and Lynch (1999), Brandt (1999),

Campbell and Viceira (1999), Barberis (2000)] because it illustrates clearly the di�erences

between the dynamic (or multiperiod) and myopic (or single-period) portfolio choices. The

main goal of this application is to establish the properties of our solution method relative to

the more traditional approach of discretizing the state space.

We assume the following restricted VAR as the quarterly data generating process:
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where Re
t is the excess return on the value weighted CRSP index and dt� pt denotes the log

dividend yield of the index, computed from the sum of the past 12 months dividends and the

current level of the index. The VAR is estimated using quarterly data from January 1926 to

December 1999. In parentheses are Newey and West (1987) adjusted t-statistics.

The restricted VAR in equation (25) is very similar to the model used by Campbell and

Viceira (1999) and Barberis (2000), except that the return predictability by the dividend

yield is not as strong. This di�erence is due to the last year of our sample period during

which the dividend yield was at an all-time low but the index returns exceeded on average

their long-run mean. The predictability along with the extreme persistence of the dividend-

to-price ratio induce slow mean-reversion in returns and thereby cause long-horizon returns

to be less variable than iid returns [Barberis (2000)]. Furthermore, the strong negative

correlation between the return and dividend yield innovations (a correlation of �0:84)
induces substantial di�erences between the myopic and dynamic portfolio policies (hedging

demands). The investor can hedge against changes in the dividend yield, which are associated

with changes in future expected returns, by over-allocating wealth to the stock index relative

to the myopic portfolio choice [Campbell and Viceira (1999), Barberis (2000)].

Figure 1 plots the optimal portfolio choice of a CRRA investor with relative risk aversion

 ranging from �ve to 20 as a function of the investment horizon. The dashed, dotted, and

solid lines represent the optimal allocation of wealth to stocks conditional on the dividend

yield being equal to the 25th, 50th, and 75th percentile of its unconditional distribution.

The horizon ranges from two quarters to �ve years (20 quarters). The results are based on

10,000 simulated sample paths and a fourth-order expansion of the value function.

Reminiscent of the results of Barberis (2000), the allocation to stocks increases with

the investor's horizon. The di�erences between the quarterly and long-horizon allocations

represent the hedging demand { the excess demand for stocks to hedge against unexpected

changes in the dividend yield and (through the dividend yield) in future expected returns.

The fraction of wealth invested in stocks reaches a steady-state level at a horizon of �ve to ten

years. This steady-state solution corresponds to an in�nitely-lived investor and is therefore

comparable to the results of Campbell and Viceira (1999). The allocation to stocks decreases

both with increasing risk aversion and with decreasing values of the dividend yield.

Table 2 examines in detail the portfolio choice of a CRRA investor with relative risk

aversion of  = 10. The table describes three competing portfolio policies: `U' denotes the

unconditional policy, where the fraction of wealth invested in stocks is chosen according to the

unconditional return distribution; `M' is the myopic policy, where each period the allocation

is conditioned on the dividend-to-price ratio assuming only a single-period horizon; and `D'
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denotes the optimal dynamic portfolio policy. For each policy, the table reports the fraction

of wealth allocated to stocks, the certainty equivalent return on wealth from following the

policy in the simulations used to solve for the policy (in-sample), and the certainty equivalent

return on wealth from following the policy in a new set of simulations (out-of-sample). To

apply the policy out-of-sample, we linearize it by regressing for each date the portfolio choice

on the state variables across the sample paths.16

Relative to the unconditional policy, the myopic policy allocates less (more) wealth to

stocks when the dividend yield is below (above) its unconditional median.17 Conditioning the

investment decision on the dividend yield generates an impressive gain in expected utility.

For a �ve-year horizon, the gain is as much as an annualized 50 basis points di�erence in

the certainty equivalent return on wealth or an overall 2.5 percent di�erence in the certainty

equivalent of wealth. Furthermore, conditioning on the dividend yield in a dynamic instead

of myopic fashion produces substantial di�erences in the portfolio weights. For example, at

the �ve-year horizon the di�erence between the dynamic and myopic stock holdings is 14,

18, and 20 percent when the dividend-to-price ratio is equal to its unconditional 25th, 50th,

and 75th percentile, respectively. The expected utility gain from investing optimally versus

myopically is of the same order of magnitude as the gain from the myopic conditional versus

unconditional portfolio choice. For a �ve-year horizon, the certainty equivalent return on

wealth increases by as much as 30 basis points per year, which translates into an overall

one-percent di�erence in the certainty equivalent of wealth.

The results also illustrate that our approach does not su�er from over-�tting. In all cases

the out-of-sample expected utility gain, which is computed with a new set of simulations, is

within a few basis points (in terms of the annualized certainty equivalent return on wealth)

of the in-sample expected utility gain. In fact, in a number of cases the out-of-sample

gain exceeds the in-sample gain, suggesting that linearizing the portfolio policy helps reduce

the estimation error of the optimal portfolio weights. This is not too surprising given that

Campbell and Viceira (1999) show in our setting that the portfolio policy of an in�nitely-lived

investor is approximately linear in the dividend yield.

Table 3 provides a direct comparison of our solution method to the more traditional

dynamic programming approach of discretizing the state space used by Barberis (2000)

among others. We discretize the unconditional distribution of the dividend yield into 25

16Unfortunately, our method provides only the optimal portfolio weights at each future time along each
sample path, which cannot be applied directly to a new set of simulations. Across-path regressions are an
intuitive way to recover the full mappings from the state variables to the portfolio weights.

17The di�erence between the two policies when the dividend yield is equal to its unconditional median is
due to the fact that the unconditional variance of stock returns is greater than the conditional variance.
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equally-spaced values in the interval E[dt� pt]� 3 Std[dt� pt] and solve the dynamic problem

recursively backwards on this grid. For each future date and every point in the discretized

state space, we evaluate the conditional expectation in equation (6) with 10,000 one-step

ahead simulations of the stock return and dividend yield from the VAR, and we interpolate

the value function whenever the future realization of the dividend yield does not coincide with

one of the grid points. The table reports for both solution methods the optimal allocation

to stocks of a CRRA investor with relative risk aversion of  = 10 when the dividend yield

is equal to the 25th, 50th, and 75th percentile of its unconditional distribution at horizons

ranging from two quarters to �ve years (20 quarters).

The results show that the two solution methods yield very similar portfolio weights,

with most of the di�erences between the stock allocations being less than one percent. The

associated di�erences in expected utility are negligible (and are therefore not reported in the

table). A noticeable di�erence between the methods is that the portfolio weights obtained

with the simulation method are always lower than those from the discretized state space

approach. One reason for this consistent discrepancy is that the discretization of the state

space truncates the tails of the dividend yield distribution, which, in e�ect, reduces the risk of

(albeit extremely unlikely) very bad events. The simulation approach, in contrast, considers

the whole range of both random variables and thereby makes stocks appear riskier. A second

di�erence, which is not apparent in the table, is that the simulation method is much faster

(by a factor of almost ten) than the discretized state space approach.

The results in tables 2 and 3 and in Figure 1 are obtained with a linear speci�cation

of the conditional expectations of At+1, Bt+1, Ct+1(xt), and Dt+1(xt) in equation (11).

Although linear expectations do not correspond to a linear value function, since we project

the derivatives of the value function on the basis function, it is important to understand how

sensitive the solution is to this linearity assumption. In Table 4 we compare the portfolio

policies obtained with linear basis functions (which we copy for reference from Table 2) to

policies with quadratic basis functions. At short horizons of up to two years, the stock

holdings and the annualized in- and out-of-sample certainty equivalent returns on wealth are

virtually identical across the two sets of basis functions. At longer horizons of �ve to ten

years, there are small di�erences in the portfolio weights (as much as 2.7 percent). However,

the expected utility from implementing the portfolio policy actually deteriorates slightly,

both in- and out-of-sample, when we add quadratic regressors. This is probably because

the regressions with quadratic basis functions are more sensitive to outliers than with linear

basis functions.18 In any case, there is no apparent advantage to increasing the order of the

18Further experimentation reveals that, consistent with this explanation, the expected utility increases
when we truncate outliers and deteriorates further when we add cubic terms without truncation.
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basis functions.

4.3 Investing in Industries with Serial Correlation of Returns

In this third application, we use our method to study optimal investment strategies for ten

industry portfolios that exhibit momentum through a realistic pattern of own- and cross-

serial correlations of returns. Not only does this application allow us to showcase our method

for a portfolio choice problem with a realistic number of assets and a large number of state

variables, but it is also economically interesting in its own right.

Starting with Jegadeesh (1990), a number of papers have documented the pro�tability

of momentum strategies (after risk-adjustment), which involve buying stocks that have

previously outperformed and short-selling stocks that have previously underperformed some

benchmark model.19 Grinblatt and Moskowitz (1999a,1999b) show that the pro�ts from

momentum strategies are largely driven by momentum in industry portfolio returns. Lo

and MacKinlay (1990) suggest a decomposition of the returns from momentum strategies

into the cross-sectional dispersion of unconditional means, own-serial correlations, and cross-

serial correlations of returns. Finally, Lewellen (2000) uses this decomposition and shows

that the pro�tability of the industry-based momentum strategies of Grinblatt and Moskowitz

is mostly due to the own- and cross-serial correlations of the industry returns.

We essentially reverse the analysis of Lewellen (2000). Rather than use the empirical

pattern of own- and cross-serial correlations of industry returns to understand the

pro�tability of sorting-based momentum strategies, we solve for the optimal investment

strategies given the pattern of own- and cross-serial correlations of industry returns. This

allows us to answer the question: How much pro�tability do sorting-based momentum

strategies, which ignore both the absolute magnitude (as opposed to the relative magnitude)

of past returns and the timing correlations of returns, leave unexploited?

We use a VAR framework to capture simultaneously the own- and cross-serial correlations.

We model the quarterly returns of ten industry portfolios using a fourth-order VAR.20 We

choose four quarterly lags because momentum pro�ts have been documented primarily for

strategies that condition on the returns over the previous year (four quarters).

19These papers include Chan, Jegadeesh, and Lakonishok (1996), Jegadeesh and Titman (1993,2001),
Rouwenhorst (1998), Hong, Lim, and Stein (2000), and Grundy and Martin (2001).

20The industry classi�cations are: (1) consumer non-durables, (2) consumer durables, (3) oil, gas, and coal
extraction and products, (4) chemicals and allied products, (5) manufacturing, (6) telephones and television,
(7) utilities, (8) wholesale, retail, and some services, (9) �nance, and (10) others. The data was obtained
from Ken French's website http://web.mit.edu/kfrench/www/index.html.
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A fourth-order VAR for ten portfolio returns involves 41 regression coeÆcients per

equation (including the intercept) and another 55 unique elements of the residual covariance

matrix. Since we are working with 54 years of quarterly data (216 time-series observations),

estimation error and over�tting are both serious concerns. We therefore adopt a Bayesian

shrinkage approach. Following Litterman (1986), we shrink the slope coeÆcients toward

zero and, following Ledoit (1995), we shrink the residual covariance matrix toward a single-

factor structure, where the factor is the equal-weighted portfolio of the ten industries. The

mathematical details are in Appendix A. The economic interpretation is that the investor

has a prior belief of no predictability (implying zero slopes) and a market model structure for

the covariation of returns. The e�ect of the shrinkage is to reduce dramatically the degree

of predictability implied by the raw estimates.

Deciding how much to shrink the VAR is more of an art than a science. The degree of

shrinkage depends on the strength of the prior, which is an exogenous input to the problem.

Rather than take some ad-hoc stance on the investor's belief, we shrink the VAR until the

momentum pro�ts implied by the posterior means of the parameters (the shrunk parameters)

match approximately the momentum pro�ts obtainable in the data. In our shrunk VAR, a

strategy that takes a long position on the two industries with largest returns in the previous

12 months and shorts the bottom two industries, rebalancing every quarter, generates a

return of eight percent per year. This number is very similar to the returns reported by

Grinblatt and Moskowitz (1999a) for comparable industry momentum strategies.

Panels A and B of Table 5 present estimates of the original and shrunk VAR, respectively.

We only report a subset of the results because the model has a total of 464 parameters across

the ten equations. Speci�cally, we report in the top and bottom sections of each panel the

own-lag coeÆcients and the sum of cross-lag coeÆcients for each portfolio, respectively. In

the original VAR, the average own-serial correlations are positive at all lags. The average

cross-serial correlations are positive at lags one and three and are negative at lags two and

four. In aggregate (across the portfolios and all lags), the cross-serial correlation is �0:166.
Lewellen (2000) argues that this negative cross-serial correlation is responsible for most of the

industry momentum pro�ts. Comparing panels A and B, the e�ect of the shrinkage on the

estimates is dramatic. The average own-serial correlations across the ten portfolios are very

similar, but for each portfolio the coeÆcients are far less erratic across lags in the shrunk VAR

than in the original VAR. Furthermore, the cross-serial correlations are reduced signi�cantly,

with an aggregate (across the portfolios and all lags) cross serial correlation of only �0:009.
This reduces substantially the potential pro�tability of momentum strategies. Nevertheless,

the momentum pro�ts implied by the shrunk VAR are by construction comparable to those

documented by Grinblatt and Moskowitz (1999a,1999b).
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Using the shrunk parameter estimates in Panel B of Table 5 as the true parameters of

the return generating process, we solve for the dynamic portfolio policy of a CRRA investor

with relative risk aversion  = 10 and a horizon of �ve years (20 quarters).21 In addition to

the three policies we studied in Section 4.2 (namely the unconditional `U', myopic `M', and

dynamic `D' strategies) we also consider a zero-investment portfolio policy that resembles

the usual sorting-based momentum strategy. In particular, we de�ne a naive `N' momentum

strategy as investing a fraction � of the current wealth in each of the two industries with the

highest return over the past year and short-selling a fraction � of the current wealth of each

of the two industries with the lowest return over the past year. We choose the fraction �

by maximizing the unconditional expected utility of following this momentum strategy. For

the shrunk VAR, the optimal fraction � is 0.196.22

Table 6 describes the distribution of terminal wealth from following the four investment

strategies for two, four, eight, and 20 quarters. It reports the annualized mean and standard

deviation of wealth as well as the annualized certainty equivalent return on wealth.

At �rst glance, the naive momentum strategy appears incredibly inferior relative to even

the unconditional allocation, with a certainty equivalent return on wealth of 5.8 instead of

7.2 to 7.9 percent per year, respectively. However, this comparison is misleading because

the strategies `U' and `N' are not comparable. The unconditional allocation bears signi�cant

systematic risk and hence reects at least partially the equity risk premium, while the naive

momentum strategy is approximately market neutral and represents mostly an \abnormal"

return (in a CAPM framework). To control for these di�erent levels of systematic risk, we

consider a combination of the unconditional portfolio choice over the ten industry portfolios

and the zero-investment momentum position. We refer to this combined asset allocation

as unconditional-naive, denoted `U+N', and interpret it as the portfolio of an investor

who allocates wealth unconditionally to the ten industries as well as to a money manager

who follows the naive momentum strategy (without charging management fees or incurring

transaction costs). The average portfolio weights of the strategy `U+N' are approximately the

same as the weights of the unconditional strategy `U'. Furthermore, the optimal allocation to

the momentum position is 0.197, which is virtually identical to the optimal � of the strategy

`N' above. It follows that the portfolios `U' and `U+N' are comparable because they bear

approximately the same level of systematic risk.

21Since we take the shrunk estimates, or the posterior means of the parameters, as the true parameters of
the data generating process, we are not truly implementing a Bayesian approach as described in Section 3.2.
Instead, we just use the shrinkage procedure to obtain more reasonable parameter estimates.

22With this fraction of wealth invested in the momentum position the excess return is 1.6 percent per year,
which is in proportion to the eight percent excess return obtainable by investing all wealth in the position.
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The naive momentum strategy adds an annualized 1.4 to 1.7 percent to the expected

return on wealth and an annualized 1.0 to 1.2 percent to the standard deviation of the

return on wealth in comparison to the unconditional strategy. Together, this results in a

70 basis points increase in the certainty equivalent return on wealth, which over a �ve-year

period translates into a 3.5 percent di�erence in the certainty equivalent of wealth.

Compared to the strategy `U+N', the myopic conditional policy `M' yields an extra six

percent return per year with an increase in the standard deviation of only two percent, which

translates into a gain in the certainty equivalent of wealth of 4.4 percent. This improvement

comes from the fact that the myopic policy takes into account both the timing and magnitude

of the industry returns in the previous four quarters, whereas the sorting-based momentum

strategy only considers the relative ranking of the industry returns over the previous year.

Table 7 provides a more detailed comparison of the unconditional-naive and conditional

myopic policies. To understand how the two policies are di�erent, we regress the portfolio

weights of each strategy on the state variables (the lagged industry returns) across the

sample paths at time t + 5 of the simulations (recall footnote 16). Panels A and B present

the regression coeÆcients. Again, to save space, we only report the coeÆcients of each

portfolio weight on the lagged returns of that industry and the sum of the coeÆcients on the

lagged returns of the nine other industries. Overall, the two portfolio policies are roughly

similar. Both vary positively with own past returns and negatively with cross past returns.

The average magnitudes of the regression coeÆcients are also similar.

However, there are also signi�cant di�erences between the two policies. Strategy `U+N'

has approximately constant coeÆcients across all industries for both the own and cross lag

returns, and the coeÆcients do not change across the four lags. This reects the fact that the

unconditional-naive strategy just conditions on the past-year returns of winners and losers,

irrespective of the magnitude of the returns and the distribution of the returns over the

four quarters. In contrast, the strategy `M' has very di�erent coeÆcients across industries,

reecting di�erences in the predictability of the industry returns, and the coeÆcients decrease

in magnitude with the lag of the past returns, indicating that the strategy puts greater

importance on more recent information. In panel C of Table 7 we report the correlations

between the portfolio weights of the myopic and the unconditional-naive policies across

all sample paths. The average correlation is 0.39, which gives additional evidence of the

di�erences between the strategies.

Comparing the myopic policy `M' to the dynamic policy `D', we �nd that the two wealth

distributions in Table 6 are quite similar. The dynamic policy generates returns with slightly

less risk but also with a somewhat lower average return. These two e�ects partially o�set
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each other and combined result in an increase in the certainty equivalent return on wealth of

four to 35 basis points per year, which over a �ve year horizon translates into a 1.8 percent

di�erence in the certainty equivalent of wealth. As expected, the bene�ts from investing

optimally increase monotonically with the investment horizon.

The four plots in Figure 2 show the initial portfolio weights of the unconditional,

conditional myopic, and conditional dynamic portfolio policies for horizons ranging from two

quarters to �ve years. The di�erences between the unconditional and conditional portfolio

weights are impressive. However, there are relatively small di�erences between the weights

of the two conditional policies. The graphs also show only small di�erences in the portfolio

weights of the dynamic strategy across the di�erent investment horizon.

To understand why the hedging demands are small, especially relative to the dividend

yield predictability case in the previous section, recall that for hedging demands to arise the

returns must be contemporaneously correlated with the value function. The value function

next period depends on the past four returns Zt+1 = [Re
t�2; R

e
t�1; R

e
t ; R

e
t+1]. Therefore, the

contemporaneous correlation between the returns Re
t+1 and the value function is determined

by how important the �rst-lag returns Re
t+1 are as state variables relative to the other three

lagged returns. Table 5 shows that for the shrunk VAR the �rst-lag returns account for less

than half of the variation in the conditional mean returns. The contemporaneous correlation

between the returns and the value function is therefore relatively low.23

Finally, notice that, unlike with dividend yield predictability, the certainty equivalent

return on wealth declines with the investor's horizon for all trading strategies. This decline

is due to the overall positive serial correlation in returns implied by the VAR. This positive

serial correlation leads to long horizon returns having a higher variance than otherwise iid

returns. In contrast, the stock index exhibits negative serial correlation in the dividend yield

predictability case, which leads to long horizon returns having a lower variance.

5 Conclusion

We develop a simulation-based method for computing optimal portfolio weights in a dynamic

environment. The method can be applied to a variety of portfolio choice problems, with non-

standard preferences, large numbers of assets and state variables, arbitrary and even path-

dependent return distribution, intermediate consumption, parameter and model uncertainty,

and portfolio constraints. Most importantly, our solution method is easy to implement and

23Consistent with this explanation, we �nd signi�cantly larger hedging demands with a �rst-order VAR.
These results are not reported for brevity.
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works eÆciently for large-scale problems.

We �rst apply the method to the stylized portfolio choice between the stock market and

cash when stock returns are either iid or predictable by the dividend yield. We show that our

approach replicates the results obtained by previous researchers using alternative numerical

methods, giving us con�dence in the properties of our method.

As a more challenging application, we then explore optimal investment strategies for ten

industry portfolios that exhibit momentum in returns. We model the quarterly industry

returns using a fourth-order VAR, which captures the complex patterns of own- and cross-

serial correlations that make momentum strategies pro�table. We show, however, that the

traditional momentum strategies of buying the previous year's winners and shorting the

losers is grossly ineÆcient. The optimal strategy more than doubles the expected excess

return obtainable with the \naive" momentum strategy.

This application demonstrates the power of our solution method. Despite the fact that

the problem involves 10 assets and 40 state variables, we are able to solve for the optimal

portfolio weights in less than 30 minutes. The list of problems that can be tackled with our

method is virtually endless, both in the realm of traditional portfolio choice and in related

areas, such as real options, option replication, and the capital structure of the �rm.
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A VAR Shrinkage

We �rst review some basics of Bayesian estimation. Let � be the parameters to be estimated
and y denote the sample. Then, Bayes' theorem implies:

g(�jy) = f(yj�)g(�)
f(y)

; (A.1)

where g(�) is the prior density of the parameters, f(yj�) is the density function of the
data given the parameters, f(y) is the unconditional density of the data, and g(�jy) is the
posterior density of the parameters given the data. Since f(yj�) is identical to the likelihood
function l(�jy), we can rewrite the above equation as:

g(�jy) / l(�jy)g(�): (A.2)

Although in general the algebra involved in computing g(�jy) is quite tedious, it can be
simpli�ed for some cases. If we assume normally distributed priors and a normal likelihood
function, for example, we obtain a normally distributed posterior density.

Consider a VAR(p) in the (N � 1) vector yt, so the explanatory variables are p lags of yt.
Suppose we have T observations. Then, our system can be written as:

Y = XB + U; (A.3)

where: Y = [y1 y2 : : : yT ]
0; Xt = [1 y0t : : : y

0
t�p+1], X = [X 0

0 X
0
1 : : :X

0
T�1], U = [u1 u2 : : : uT ]

0,
and B = [B0B1 : : : Bp]

0. For notational convenience, de�ne also y = vec(Y ), b = vec(B) and
u = vec(U). An equivalent representation of equation (A.3) is:

y = (IN 
X) b + u; (A.4)

where 
 denotes a Kronecker product.

The parameters of interest are b and the covariance matrix of the vector u. Consider �rst
the slope coeÆcients. Assume that the prior on b is a normal density N[b?; Vb]:

f(b) =
� 1

2�

�(N+N2p)=2

jVbj�1=2 exp
�
� 1

2
(b� b?)0 V �1

b (b� b?)
�
; (A.5)

where b? is the prior mean and Vb is the prior variance of the parameter b. Assuming also
normally distributed errors, the likelihood function of b given the data y is:

l
�
bjy� =

� 1

2�

�NT=2

j�u 
 IT j�1=2

(A.6)

� exp
�
� 1

2

�
y � (IN 
X)b

�0
(�u 
 IT )

�1
�
y � (IN 
X)b

� �
:

The assumption of a normal prior and a normal likelihood leads to a normal posterior
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density. Skipping the calculations, it can be shown that the posterior of b is N[b; Vb] with:

b =
�
V �1
b + ��1

u 
X 0X
��1 �

V �1
b b? + (��1

u 
X 0)y
�

(A.7)
Vb =

�
V �1
b + ��1

u 
X 0X
��1

;

where b is the posterior mean,Vb is the posterior variance, and we assumed that �u is known.
24

In our application to the ten industry portfolios, we want shrink the slope coeÆcients
towards zero to avoid over�tting. Following Litterman (1986), the prior moments are:

b? = 0
(A.8)

Vij;k =

(
�
k

i = j
��
k

�2i
�2j

i 6= j
;

where Vij;k is the element ij of Vb at lag k, � is the prior variance of the coeÆcient bkk;1, and
�2i is the diagonal element i of �u. For each equation, � controls the shrinkage intensity of
the �rst lag of the dependent variable towards zero. The prior variance of the coeÆcients of
higher lags decreases with increasing lag k. Furthermore, coeÆcients of variables other the
own lags are assigned a smaller variance in relative terms by choosing � to be a fraction. The
ratio �2i =�

2
j takes care of the di�erences in the variability of the di�erent variables. The prior

variance matrix Vb is speci�ed to be diagonal, reecting a prior of independent parameters.

We choose � = � = 0:02, impose a prior mean of zero on all the elements of b, and set the
prior variance of B0 to be 10; 000� to make this prior very di�use and uninformative. Finally,
we need to address the fact that �u is unknown in practice. In a strict Bayesian approach,
we should specify a prior density for �u. However, this leads to a more complicated posterior
distribution of b. Therefore, we simply replace �u by its sample counterpart, �̂u.

Although, Litterman's priors adequately capture our notion of no predictability, they
do not address the estimation of the residual covariance matrix. Since we are concerned
that the covariance matrix of the errors may be ill-conditioned, which would translate into
very large elements of its inverse and correspondingly extreme portfolio weights, we follow
Ledoit (1995) in shrinking the residual covariance matrix towards a one-factor model of the
residuals. The single factor is an equal weighted portfolio of the ten industry residuals. We
denote this equal weighted average yew;t =

PN
n=1 y

n
t =N and specify its time-series process as:

yew;t = x0t�ew + uew;t; (A.9)

where xt is the vector of p lags of yew;t. Now regress the residuals from equation (A.3)
on residuals from equation (A.9) to get U = Uew� + E. In words, the residual from each
industry is assumed to be generated by a single factor (the equal-weighted residual) plus an
error (e). This equation gives us the shrunk estimate of the residual covariance matrix:

�u = ��0�2uew + diag(�e): (A.10)

24We discuss the case of uncertainty about �u below.
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Table 1: Error due to the Expansion of the Value Function

This table describes the approximation error due to the Taylor series expansion of the utility function for a
single-period portfolio choice between a stock index and cash. We consider a CRRA investor with relative
risk aversion  and a monthly, quarterly, semi-annual, or annual holding period. The risk-free rate is constant
at �ve percent per year and the excess stock returns are iid with mean and volatility:

Monthly Quarterly Semi-Annual Annual
Mean 0.69% 2.23% 4.41% 8.78%
StdDev 5.45% 11.42% 15.05% 20.27%

x? denotes the exact fraction of wealth allocated to stocks obtained by solving the investor's �rst-order
condition using quadrature integration. x2 and x4 denote the approximate solutions from second- and
fourth-order expansions of the utility function, respectively. In parentheses is the loss in the certainty
equivalent return on wealth due to the approximation, quoted in annualized basis points. Panels A and B
are for normally distributed and t distributed, with �ve degrees of freedom, stock returns, respectively.

Panel A: Normally Distributed Returns

 x? x2 x4 x? x2 x4

Monthly Quarterly
5 0.4643 0.4573 0.4641 0.3452 0.3330 0.3446

(0.04) (0.00) (0.19) (0.00)
10 0.2322 0.2286 0.2322 0.1728 0.1665 0.1726

(0.02) (0.00) (0.10) (0.00)
20 0.1161 0.1143 0.1161 0.0864 0.0833 0.0863

(0.01) (0.00) (0.05) (0.00)

Semi-Annual Annual
5 0.3977 0.3675 0.3946 0.4399 0.3733 0.4245

(1.01) (0.01) (4.45) (0.24)
10 0.1994 0.1838 0.1982 0.2213 0.1867 0.2151

(0.53) (0.00) (2.33) (0.07)
20 0.0998 0.0919 0.0993 0.1108 0.0933 0.1082

(0.27) (0.00) (1.17) (0.03)

Panel B: t Distributed Returns

 x? x2 x4 x? x2 x4

Monthly Quarterly
5 0.4557 0.4573 0.4526 0.3269 0.3330 0.3261

(0.00) (0.01) (0.06) (0.00)
10 0.2291 0.2286 0.2276 0.1665 0.1665 0.1650

(0.00) (0.00) (0.00) (0.00)
20 0.1148 0.1143 0.1141 0.0838 0.0833 0.0829

(0.00) (0.00) (0.00) (0.00)

Semi-Annual Annual
5 0.3346 0.3675 0.3546 0.3353 0.3733 0.3562

(7.04) (1.27) (7.18) (1.77)
10 0.1809 0.1838 0.1811 0.1869 0.1867 0.1841

(0.03) (0.00) (0.00) (0.03)
20 0.0940 0.0919 0.0915 0.0966 0.0933 0.0936

(0.02) (0.03) (0.07) (0.06)

34



Table 2: Market Timing with Dividend Yield Predictability

This table analyses the portfolio choice between a stock index and cash of a CRRA investor with relative risk
aversion  = 10 when the stock returns are predictable by the dividend yield of the index. The portfolios are
rebalanced quarterly and the investment horizon T� t ranges from two quarters to ten years. The risk-free
rate is constant at �ve percent per year and the excess stock returns and log dividend yield evolve as a
�rst-order VAR with parameters given in equation (25). We present results for three current realizations
of the dividend yield corresponding to the 25th, 50th, and 75th percentile of its unconditional distribution.
For each dividend yield and horizon, we evaluate three policies. `U' is the unconditional policy, `M' is the
myopic conditional policy, and `D' is the dynamic conditional policy. The �rst row in each block is the
portfolio weight in the stock index. The second row is the certainty equivalent return on wealth (annualized)
from following the portfolio policy in-sample. The third row is the certainty equivalent return on wealth
from following the linearized portfolio policy out-of-sample, where we linearize the policy by regressing the
portfolio choice for each future date on the state variables across the sample paths. The results are based
on 10,000 simulated sample paths and a fourth-order expansion of the value function.

25th Percentile Median 75th Percentile

T � t U M D U M D U M D

2 0.1684 0.1043 0.1072 0.1684 0.1705 0.1750 0.1684 0.2360 0.2421
(5.33%) (5.42%) (5.42%) (5.90%) (5.92%) (5.92%) (6.48%) (6.65%) (6.65%)
(5.30%) (5.40%) (5.40%) (5.87%) (5.88%) (5.88%) (6.45%) (6.59%) (6.59%)

4 0.1684 0.1043 0.1158 0.1684 0.1706 0.1877 0.1684 0.2362 0.2582
(5.40%) (5.50%) (5.50%) (5.94%) (5.99%) (6.00%) (6.48%) (6.70%) (6.71%)
(5.41%) (5.52%) (5.52%) (5.95%) (6.02%) (6.03%) (6.49%) (6.74%) (6.75%)

8 0.1684 0.1043 0.1335 0.1684 0.1705 0.2119 0.1684 0.2361 0.2880
(5.52%) (5.63%) (5.64%) (6.00%) (6.11%) (6.14%) (6.48%) (6.79%) (6.83%)
(5.51%) (5.61%) (5.62%) (5.99%) (6.10%) (6.12%) (6.48%) (6.77%) (6.81%)

20 0.1684 0.1043 0.1610 0.1684 0.1704 0.2470 0.1684 0.2358 0.3310
(5.75%) (5.90%) (5.97%) (6.10%) (6.32%) (6.43%) (6.45%) (6.87%) (7.02%)
(5.74%) (5.87%) (5.90%) (6.09%) (6.29%) (6.33%) (6.44%) (6.82%) (6.88%)

40 0.1684 0.1043 0.2436 0.1684 0.1707 0.3473 0.1684 0.2365 0.4388
(5.96%) (6.21%) (6.41%) (6.19%) (6.53%) (6.77%) (6.41%) (6.91%) (7.21%)
(5.97%) (6.22%) (6.42%) (6.19%) (6.54%) (6.81%) (6.42%) (6.93%) (7.24%)
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Table 3: Simulation Method versus Discretized State Space Approach

This table compares the portfolio policy of a CRRA investor with relative risk aversion  = 10 obtained
with the simulation method using 10,000 simulated sample paths and a fourth-order expansion of the value
function to the solution obtained by discretizing the state space and evaluating the conditional expectations
at each point in the state space with 10,000 simulations. The portfolios are rebalanced quarterly and the
investment horizon T� t ranges from two quarters to �ve years. The risk-free rate is constant at �ve percent
per year and the excess stock returns and log dividend yield evolve as a �rst-order VAR with parameters
given in equation (25). For both solution methods, the table shows the optimal fraction of wealth invested
in stocks when the dividend yield is equal to its unconditional 25th, 50th, and 75th percentile.

Simulation Discretized State Space

T � t 25% 50% 75% 25% 50% 75%

2 0.1072 0.1750 0.2421 0.1086 0.1788 0.2492

4 0.1158 0.1877 0.2582 0.1152 0.1890 0.2628

8 0.1335 0.2119 0.2880 0.1292 0.2085 0.2877

20 0.1610 0.2470 0.3310 0.1680 0.2559 0.3422
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Table 4: Linear versus Quadratic Polynomial Expectations

This table compares the dynamic portfolio policy of a CRRA investor with relative risk aversion  = 10
obtained with regressions on linear versus quadratic polynomials of the dividend yield. The portfolios are
rebalanced quarterly and the investment horizon T� t ranges from two quarters to ten years. The risk-free
rate is constant at �ve percent per year and the excess stock returns and log dividend yield evolve as a
�rst-order VAR with parameters given in equation (25). The �rst row in each block is the portfolio weight
in the stock index. The second row is the certainty equivalent return on wealth (annualized) from following
the portfolio policy in-sample. The third row is the certainty equivalent return on wealth from following the
linearized portfolio policy out-of-sample, where we linearize the policy by regressing the portfolio choice for
each future date on the state variables across the sample paths. The results are based on 10,000 simulated
sample paths and a fourth-order expansion of the value function.

25th Percentile Median 75th Percentile

T� t Linear Quadratic Linear Quadratic Linear Quadratic

2 0.1072 0.1072 0.1750 0.1750 0.2421 0.2421
(5.42%) (5.42%) (5.92%) (5.92%) (6.65%) (6.65%)
(5.40%) (5.40%) (5.88%) (5.88%) (6.59%) (6.59%)

4 0.1158 0.1158 0.1877 0.1877 0.2582 0.2582
(5.50%) (5.50%) (6.00%) (6.00%) (6.71%) (6.71%)
(5.52%) (5.52%) (6.03%) (6.02%) (6.75%) (6.75%)

8 0.1335 0.1335 0.2119 0.2120 0.2880 0.2884
(5.64%) (5.63%) (6.14%) (6.13%) (6.83%) (6.82%)
(5.62%) (5.62%) (6.12%) (6.12%) (6.81%) (6.80%)

20 0.1610 0.1578 0.2470 0.2414 0.3310 0.3215
(5.97%) (5.96%) (6.43%) (6.41%) (7.02%) (6.99%)
(5.90%) (5.91%) (6.33%) (6.34%) (6.88%) (6.90%)

40 0.2436 0.2244 0.3473 0.3217 0.4388 0.4115
(6.41%) (6.36%) (6.77%) (6.71%) (7.21%) (7.15%)
(6.42%) (6.38%) (6.81%) (6.75%) (7.24%) (7.19%)
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Table 5: VAR for Industry Returns

This table presents estimates of a fourth-order VAR for quarterly returns on ten industry portfolios. The
industry classi�cations are listed in footnote 20. Panel A shows standard least squares estimates. Panel B
shows estimates from a Bayesian shrinkage procedure, where the VAR slope coeÆcients are shrunk toward
zero and the residual covariance matrix is shrunk toward a single-factor structure. The degree of shrinkage
is chosen such that the pro�tability of momentum strategies implied by the shrunk estimates matches
approximatelty the pro�tability of these strategies documented in the literature. Each panel displays in the
top section the own-serial correlations and in the bottom section the sum of the cross-serial correlations.

Panel A: Original VAR

Ind1 Ind2 Ind3 Ind4 Ind5 Ind6 Ind7 Ind8 Ind9 Ind10 Mean

Own-Serial Correlation CoeÆcients

Lag 1 0.100 -0.015 0.002 0.057 0.061 0.111 -0.040 -0.103 0.556 -0.238 0.049
Lag 2 0.396 0.053 0.080 0.337 -0.211 -0.120 0.079 -0.510 -0.075 0.615 0.064
Lag 3 -0.086 0.130 -0.132 0.243 0.091 0.193 0.179 0.161 -0.570 -0.041 0.017
Lag 4 0.363 0.092 0.045 -0.019 -0.004 -0.241 0.129 -0.002 0.187 -0.197 0.035
Sum 0.773 0.259 -0.006 0.618 -0.063 -0.057 0.346 -0.454 0.097 0.139 0.165

Sum of Cross-Serial Correlation CoeÆcients

Lag 1 0.001 0.294 -0.006 0.040 0.131 -0.010 0.007 0.308 -0.529 0.554 0.079
Lag 2 -0.349 -0.046 0.063 -0.300 0.212 0.127 -0.050 0.506 0.034 -0.580 -0.038
Lag 3 0.069 0.041 0.136 -0.229 -0.056 -0.128 -0.098 -0.138 0.629 -0.019 0.021
Lag 4 -0.497 -0.342 -0.254 -0.103 -0.266 0.173 -0.298 -0.198 -0.394 -0.094 -0.227
Sum -0.777 -0.053 -0.062 -0.592 0.020 0.161 -0.439 0.479 -0.259 -0.139 -0.166

Panel B: Shrunk VAR

Ind1 Ind2 Ind3 Ind4 Ind5 Ind6 Ind7 Ind8 Ind9 Ind10 Mean

Own-Serial Correlation CoeÆcients

Lag 1 0.103 0.065 -0.003 -0.008 0.105 0.118 -0.028 0.060 0.070 0.139 0.062
Lag 2 0.051 -0.000 0.077 0.131 0.032 0.030 0.045 -0.005 0.062 0.054 0.048
Lag 3 0.016 0.025 -0.034 0.003 0.012 0.048 0.025 0.034 0.019 -0.028 0.012
Lag 4 0.001 0.068 0.009 0.062 0.069 0.014 -0.014 0.018 0.041 0.031 0.030
Sum 0.170 0.158 0.050 0.188 0.218 0.211 0.027 0.107 0.193 0.196 0.152

Sum of Cross-Serial Correlation CoeÆcients

Lag 1 -0.059 0.081 0.031 0.050 -0.031 -0.033 0.016 0.049 -0.084 0.004 0.002
Lag 2 -0.029 0.031 0.019 -0.026 -0.014 0.008 0.001 0.008 -0.039 -0.031 -0.007
Lag 3 -0.020 0.034 -0.014 0.012 -0.008 0.005 0.002 0.005 -0.018 -0.008 -0.001
Lag 4 0.012 -0.022 0.000 -0.008 -0.009 0.001 -0.010 0.001 0.004 0.002 -0.003
Sum -0.095 0.124 0.036 0.027 -0.062 -0.019 0.010 0.063 -0.137 -0.032 -0.009

38



Table 6: Wealth Generated by Industry Momentum Strategies

This table presents summary statistics for the terminal wealth generated by �ve di�erent investment policies
for ten industry portfolios. The portfolios are rebalanced quarterly and the investment horizon T� t ranges
from two quarters to �ve years. The risk-free rate is constant at �ve percent per year and the excess industry
returns evolve as a fourth-order VAR with parameters given in Table 5. The investor has CRRA preferences
with relative risk aversion  = 10. `U' is the unconditional policy, `M' is the myopic conditional policy, `D' is
the dynamic conditional policy, `N' is the naive policy, and `U+N' is an optimal mix of the unconditional and
naive policies. The mean and standard deviation are annualized. CertEquiv denotes the annualized certainty
equivalent return on wealth. The results are based on 10,000 simulated sample paths and a fourth-order
expansion of the value function.

Statistic U M D N U+N

T� t = 2

Mean 10.67% 18.24% 18.17% 6.49% 12.16%
StdDev 7.70% 10.73% 10.65% 3.89% 8.72%
CertEquiv 7.97% 13.02% 13.06% 5.80% 8.71%

T� t = 4

Mean 10.67% 18.27% 18.02% 6.55% 12.22%
StdDev 8.21% 11.35% 11.06% 4.10% 9.30%
CertEquiv 7.58% 12.65% 12.73% 5.80% 8.28%

T� t = 8

Mean 10.67% 18.22% 17.74% 6.61% 12.27%
StdDev 8.37% 11.54% 10.93% 4.20% 9.52%
CertEquiv 7.48% 12.50% 12.74% 5.82% 8.20%

T� t = 20

Mean 10.67% 18.34% 17.61% 6.66% 12.33%
StdDev 8.69% 11.84% 11.15% 4.28% 9.88%
CertEquiv 7.22% 12.41% 12.76% 5.82% 8.00%
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Table 7: Linearized Industry Momentum Strategies

This table describes the myopic and naive investment policies for ten industry portfolios. The portfolios are
rebalanced quarterly and the investment horizon T� t ranges from two quarters to �ve years. The risk-free
rate is constant at �ve percent per year and the excess industry returns evolve as a fourth-order VAR with
parameters given in Table 5. The investor has CRRA preferences with relative risk aversion  = 10. Panels A
and B report selected regression coeÆcients of the portfolio weights at time t+5 on the state variables (lagged
industry returns). Panel C presents the correlations between the two sets of optimal portfolio weights. The
results are based on 10,000 simulated sample paths.

Panel A: Myopic Policy

Ind1 Ind2 Ind3 Ind4 Ind5 Ind6 Ind7 Ind8 Ind9 Ind10 Mean

CoeÆcients on Own-Lagged Returns

Lag 1 0.257 0.138 -0.022 0.039 0.219 0.253 -0.086 0.101 0.152 0.238 0.129
Lag 2 0.132 -0.001 0.107 0.278 0.041 0.072 0.054 0.011 0.101 0.139 0.093
Lag 3 0.067 0.044 -0.018 0.010 0.076 0.102 0.035 0.033 0.020 -0.079 0.029
Lag 4 -0.025 0.130 0.001 0.140 0.175 0.015 -0.044 0.039 0.087 0.066 0.058
Sum 0.430 0.312 0.068 0.467 0.511 0.442 -0.040 0.184 0.359 0.365 0.310

Sum of CoeÆcients on Cross Lagged Returns

Lag 1 -0.315 0.009 0.001 -0.099 -0.200 -0.175 -0.027 -0.003 -0.384 -0.075 -0.127
Lag 2 -0.110 -0.024 -0.006 -0.171 -0.083 -0.042 -0.032 -0.076 -0.121 -0.154 -0.082
Lag 3 -0.111 0.086 -0.073 -0.024 -0.056 -0.015 -0.041 0.041 -0.039 -0.027 -0.026
Lag 4 0.016 -0.064 -0.042 -0.101 -0.105 -0.016 -0.073 -0.128 -0.046 -0.019 -0.058
Sum -0.520 0.007 -0.120 -0.395 -0.444 -0.247 -0.172 -0.167 -0.590 -0.275 -0.292

Panel B: Unconditional-Naive Policy

Ind1 Ind2 Ind3 Ind4 Ind5 Ind6 Ind7 Ind8 Ind9 Ind10 Mean

CoeÆcients on Own-Lagged Returns

Lag 1 0.056 0.066 0.059 0.059 0.062 0.050 0.046 0.069 0.066 0.066 0.060
Lag 2 0.056 0.065 0.059 0.060 0.062 0.049 0.046 0.068 0.065 0.064 0.059
Lag 3 0.056 0.067 0.058 0.057 0.066 0.049 0.045 0.069 0.064 0.066 0.060
Lag 4 0.057 0.067 0.057 0.060 0.062 0.049 0.045 0.069 0.065 0.064 0.060
Sum 0.225 0.265 0.233 0.237 0.252 0.196 0.182 0.275 0.260 0.260 0.239

Sum of CoeÆcients on Cross-Lagged Returns

Lag 1 -0.060 -0.057 -0.057 -0.060 -0.060 -0.060 -0.062 -0.060 -0.064 -0.060 -0.060
Lag 2 -0.060 -0.057 -0.059 -0.060 -0.058 -0.060 -0.064 -0.060 -0.060 -0.057 -0.059
Lag 3 -0.061 -0.057 -0.057 -0.059 -0.061 -0.060 -0.062 -0.061 -0.061 -0.058 -0.060
Lag 4 -0.061 -0.059 -0.056 -0.063 -0.060 -0.059 -0.060 -0.060 -0.061 -0.056 -0.060
Sum -0.243 -0.230 -0.229 -0.241 -0.239 -0.238 -0.248 -0.241 -0.247 -0.231 -0.239

Panel C: Correlation Between Myopic and Unconditional-Naive Policies

Ind1 Ind2 Ind3 Ind4 Ind5 Ind6 Ind7 Ind8 Ind9 Ind10 Mean

Corr 0.519 0.447 0.221 0.485 0.577 0.514 0.119 0.273 0.382 0.414 0.395
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Figure 1: Horizon E�ect

This �gure presents the portfolio choices between a stock index and cash of a CRRA investor with relative
risk aversion  ranging from �ve to 20 as a function of the investment horizon. The portfolios are rebalanced
quarterly and the investment horizon T � t ranges from two quarters to �ve years. The risk-free rate is
constant at �ve percent per year and the excess stock returns and log dividend yield evolve as a �rst-order
VAR with parameters given in equation (25). The dashed, dotted, and solid lines represent the optimal
allocation of wealth to stocks conditional on the dividend yield being equal to the 25th, 50th, and 75th
percentile of its unconditional distribution.
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Figure 2: Portfolio Policies

This �gure presents the initial portfolio weights chosen by a CRRA investor with relative risk aversion
 = 10. The portfolios are rebalanced quarterly and the investment horizon T� t ranges from two quarters
to �ve years. The risk-free rate is constant at �ve percent per year and the excess industry returns evolve
as a fourth-order VAR with parameters given in Table 5. `U' is the unconditional policy, `M' is the myopic
conditional policy, and `D' is the dynamic conditional policy.
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